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ABSTRACT
In this paper, we focus on designing and developing ProMETheus,
an intelligent system for meeting minutes generated from audio
data. The first task in ProMETheus is to recognize the speakers
from noisy audio data. Speaker recognition algorithm is used to
automatically identify who is speaking according to the speech in
an audio data. Naturally, speech recognition will transcribe speak-
ers’ audio to text so that ProMETheus can generate the complete
meeting text with speakers’ name chronologically. In order to show
the subject of the meeting and the agreed action, we use text sum-
marization algorithm that can extract meaningful key phrases and
summary sentences from the complete meeting text. In addition,
sentiment analysis for meeting text of different speakers can make
the agreed action more humane due to calculating the relevance
score of each course by the sentiment and attitude in text tone. The
ProMETheus is capable of accurately summarizing the meeting and
analyzing the agreed action. Our robust system is evaluated on a
real-world audio meeting dataset that involves multiple speakers
in each meeting session.

KEYWORDS
meeting minutes, speaker recognition, speech recognition, meeting
text, text summarization, sentiment analysis
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1 INTRODUCTION
With the rapid growth of the economy and production efficiency
in a modern era, the pace of our work and daily activities will
be difficult to follow for ubiquitous computing in dynamic envi-
ronments. For instance, work-related activities such as meetings
that are subjected to different participants (speakers) and meeting
locations (e.g. rooms or open-space areas). Traditional meetings
require us to attend and gather, which is a waste of time, paper
and money. The majority of busy executives prefer to hold virtual
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meetings to face-to-face meetings [5] due to ubiquitous purposes.
As a result, ineffective and unproductive meetings have dragged
the business cost up to $37 billion annually [42, 31]. Besides, more
and more people have the choice to work at home or somewhere
they prefer due to the availability of ubiquitous communication
systems (e.g. teleconferencing) that are prevalent in current digital
age. Mobile application of smart and ubiquitous devices such as
Facebook, Skype and Wechat are able to provide a virtual room
for organizing an online meeting, which also saves the overall op-
erational costs such as time and money [3]. However, online and
ubiquitous teleconferencing is inherently difficult due to the chal-
lenges in remembering all meaningful content during a fast-paced
meeting session using these mobile applications.

In an enterprise scenario, a secretary is typically required to
attend these meetings in order to progress smoothly by identify-
ing the key takeaways and noting them in the meeting minutes.
Inherently, it is a difficult job to deal, analyze and extract these key
takeaways efficiently during and after a meeting. LoopUp released
the Enterprise Conferencing: User Behavior & Impact Report [22],
which indicates that people spent 163 billion minutes on meetings.
Inherently, these meetings would have costed the secretaries at
least similar time duration, excluding compiling, comprehending
and extracting the meaningful information to be written in the
meeting minutes. In a campus scenario, a team leader would often
miss some important details if no secretary role is not defined in
such peer-to-peer student meeting. As a result, the students would
be required to listen to the audio recording of their brainstorming
session. Consequently, there is a tremendous need for an intelligent
system to be designed for such ubiquitous usages of mobile devices
to infer and produce meeting minutes efficiently and automatically.

In addition, people with different personalities perform differ-
ently in a meeting. For example, some attendees may have emo-
tional responses toward the issues discussed in the meeting while
others choose to hide such feeling. Apparently, their emotions can
be measured, analyzed, and visualized by the observation of words
that could be extracted from their speech. A meaningful meeting
requires every person to show their attitudes toward the issues
discussed and to improve the agreed action after the meeting. By
considering the democracy concept [25] in a meeting, its aware-
ness could lead to substantial contribution towards a meaningful
meeting.

Improving the efficiency and quality of meetings is difficult as
the requirements of a smart meeting is depending on its time, re-
sources, efficiency and democracy. Even if meeting minutes can
be transcribed from audio meeting data, the tasks of reading the
complete texts, summarizing key points of the meeting and its anal-
ysis for the agreed actions could be laborious in all scenarios. In
an enterprise scenario, the secretary would be overloaded with
these tasks, which will result in double time taken for completing
such meeting minutes. Moreover, the result of meeting minutes
might not be conclusive enough to be agreed by all attendees for its
democratic summary. As a non-domain expert, it may be extremely
difficult to comprehend the attitudes and emotions from the textual
data that are inferred from a meeting.

As the development of artificial intelligence is rapidly advancing,
more and more smart words appear in modern cities, such as smart
cities, smart workplaces, smart sensors, smart buildings and smart

homes. For smart text analysis, automatic text summarization [12,
1] is an important artificial intelligence technology by extracting
important sentences and creating comprehensive summaries. It
is feasible to quickly assess whether or not a document is worth
reading. Sentiment analysis [27, 41] of natural language process-
ing [18] is contextual mining of text which identifies and extracts
subjective information in source material. Hence, the challenge
that we faced during this study relates to the separating differ-
ent speakers in an audio meeting data and summarizing the key
meaningful key phrases and sentences. Moreover, there is a smarter
requirement than traditional meeting minutes that each agreed
action is proposed by most attendees comprehensively in order to
be democratic.

In this paper, we built a real-world ProMETheus system on An-
droid platforms and Ubuntu server with Python Flask web frame-
work. The system is tailored to tackle the issue of meeting minutes
of remote audio meeting applications such as in Wechat or Skype,
given various meeting subjects that can emerge from voice data
existing in mobile applications and their communication systems.
Figure 1 illustrates the scenario of the meeting minutes system.
Therefore, the key motivation of this paper is to let ubiquitous
devices (e.g. smartphones) be smarter in increasing the efficiency of
meeting attendees in decision-making and prevent the dependency
on physical resources (e.g. decrease the waste of papers). The aim of
our study is to generate meeting minutes, meeting summarization
and the agreed action according to speakers’ sentiment analysis
and given the audio data recorded by ubiquitous devices. To tackle
the issue of meeting minutes of remote audio meetings, the main
contributions in this paper are as the following:

(1) Defining new intelligent meeting minutes, tagging each at-
tendee’s speech by sentiment analysis and generating the
meeting summary and action plan based on the meeting
content after the meeting.

(2) Implementation of an intelligent meeting minutes system
that consists of mobile module and cloud server module.
Comparison of commercial platforms, open source and self-
development algorithms in each module.

(3) Empirical evaluation of various text summarization algo-
rithms and peaker recognition algorithms. Comprehensive
evaluation of different commercial speech recognition plat-
forms, and sentiment analysis platforms.

The rest of the paper is organised as follows. Section 2 provides
the background and related work. Section 3 includes our proposed
system for generating meeting minutes. The algorithms used in
each module are then described in Section 4. Hence, Section 5
presents the performance evaluation of these algorithms. Finally,
we conclude our study in Section 6, including the future work.

2 RELATEDWORK
In 2012, Curtis et al. [8] established a meeting system using virtual
space as a communication and collaboration platform. Team mem-
bers can access and modify meeting relevant documents through
such virtual space synchronously. As a result, this system signif-
icantly improve the efficiency of group meetings. Nervelessness,
team members have to read all relevant documents to acquire main
contents of the meeting as such system does not provide them
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Figure 2: The General System Architecture of ProMETheus.

with a summarization function which is a common requirement for
group meeting members. Moreover, text-only documents in this
system undermine understanding of meeting contents and consume
much more time than if we use multimedia contents. According
to past studies, talking though mobile devices has been proved to
be one of the best communication way worldwide. Therefore, our
system can be used to substitute such text-PC-based platform by
leveraging only audio data from mobile device platforms.

Another related work, Thompson et al. [37] focused on the multi-
agent meeting system and peer-to-peer networks. This paper pro-
vided a virtual meeting environment so that attendees can seam-
lessly communicate and send messages to each other directly. The
meeting agents can extract required information using keywords
of the meeting. After all discussion is finished, the agreed action
will be generated by the meeting agent, which then be manually
typed and shown onto the screen. Their work focused on the agent
accessing the database storing the vocabulary and relationships of
the meeting content to generate the agreed action. Consequently,
such solution is limited by the needs of the rich vocabulary in the
system. This system can only recognize meeting related knowledge
structure and terms. However, as the deep learning methods have
been proven effective at text summarization, it is more convenient
to extract the summary of a meeting and the agreed actions using
such robust techniques as the substitute of agents’ presence.

The CALO [38] meeting assistant, one of the most important pre-
vious work of meeting assistant, can summarize meeting contents
through meeting segmentation, speech recognition and dialogue
modeling. It is more convenient to record the content of meetings
and tagged dialogue according to the type of speech acting. Each
participant can share notes and sketches with shared devices as
long as the participant logs into the client devices connected to the
server. Moreover, in CALO [38], a wireless microphone is needed to
record audios which will be uploaded to cloud server. However, it is
more complex and inconvenient for participants to join a meeting
that requires everyone to use their laptops and wear a wireless mi-
crophones. There is a more direct and instant connection between
participants through mobile application. In other words, each par-
ticipant can be accessible to each other anywhere and anytime. In

our system, mobile devices such as mobile phones, tablets or smart
watches are allowed for increased flexibility in a remote meeting
scenario.

Using the collected data of the AMI corpus [7], Hain et al. [13]
proposed the AMI speech to text transcription system in meetings.
They also designed adaptive acoustic model of meeting by speaker
adaptive training and heteroscedastic linear discriminant analysis.
Renals et al. [29] contributed in speech recognition for multi-party
meetings using the AMI corpus [7] dataset. In Addition, they ex-
ploited the nature of group interaction in meetings. The statistics of
past meetings can be used to help manage the meeting agenda. For
instance, Srikanth et al. [36] proposed a novel solution to schedule
meetings based on historical meeting data. In their solution, a set
of statistics are used to make suggestions for the appropriate time
to schedule meetings based on the meeting items. In this case, the
statistics can be inferred from the time spent on the recurring items
in the past meetings.

3 MEETING MINUTES SYSTEM
3.1 Meeting Audio Dataset
Most of commercial or party meetings are subject to their security
and confidential information. Hence, acquiring commercial audio
data for public experiments is inherently difficult. Fortunately, there
is a publicly available dataset (the AMI Meeting Corpus [7] col-
lected by a European-funded AMI project, FP6-506811) that we can
leverage for the experiment, also to show the robustness of our
system. The AMI Meeting Corpus consists of different hours of
meeting recordings in English with different acoustic properties.
The meeting records include mostly non-native speakers. We can
download AMI manual annotations file from their official web-
site. After unzipping this file, there are different directories such
as abstractive, words, participant roles and segments. Hence, the
performance of different algorithms is compared and evaluated
for the extraction of best algorithms to be used in our system. We
leveraged the abstractive annotations to evaluate different text sum-
marization algorithms, and the segment annotations to evaluate
different speaker recognition algorithms.
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3.2 System Architecture
The Architecture of intelligent mobile voice meeting minutes sys-
tem is shown in Figure 2. Inherently, the CPUs in a server are more
capable of supporting more instructions in comparison to smaller
resources (i.e. CPUs) and computation capacity in mobile devices.
In terms of audio processing in mobile devices, the demands for
its computation resources (e.g. CPU and internal memory) are sig-
nificantly higher than other types of data processing. In order to
release a massive amount of resource unnecessarily taken by audio
processing, we design the server module to process the speech
audio data. After generating meeting minutes text, our server will
send the text back to the corresponding mobile device. In this case,
we apply parallel programming for audio processing, and run deep
learning algorithms using NVIDIA CUDA [20] GPU-accelerated
libraries in our server.

3.2.1 Phone Module. The objective of this component is to
record meeting audio, upload the audio data to the ProMETheus
server, receive and show the meeting minutes. First, the meeting
audio is recorded from a mix of audio streams that include local
(from microphone) and remote audio resources. As shown in Figure
2, once the recording of meeting audio is finished, the meeting
audio data will be converted to 16000 rate and 16-bit integer PCM
format. Subsequently, ProMETheus mobile phone app sends speech
audio data with phone local MAC address to our server. In this com-
ponent, MAC address is the key to mark the meeting audio so that
our server can send the meeting minutes back to the smartphone
without mistake.

3.2.2 Server Module. This component is mainly responsible for
generating the meeting minutes using meeting audio data. The
meeting audio is required as the input. Consequently, data pre-
processing is required to check the audio data whether it is in
a desired format, which will be the input for the audio splitting
function. In splitting function, the original meeting audio will be
cut into small pieces of audio segments according to voice activity
detection (VAD) [39] and these audio segments are named by the
time series of the original meeting audio. As is shown in Figure 2,
each original audio data is processed in a thread. A routing table
is then constructed for data delivery purposes, which contains 4
types of information: MacAdr, ThreadNum, ProcesTime, Status. Pro-
cesTime is the time consume counted by the whole processing of
speaker recognition, speech recognition, meeting summarization
and sentiment analysis. And Status represents whether the thread
is working. If it is alive by its binary value, where the value of 1
indicates the thread is alive/working. When the server receives the
meeting audio from the smartphone, a new thread will be created
and the number of thread is generated automatically. The MacAdr
(phone Mac address), the ThreadNum and the Status will be saved
into the routing table. After audio splitting process, all audio pieces
would then be forwarded to speaker recognition modules to classify
different speakers and speech recognition module to transcribe the
speech to text. The meeting summarization and the agreed action
will be the output of sentiment analysis and meeting summarization
for the given meeting content. Our meeting minutes are consist
of meeting contents, meeting summarization and the agreed ac-
tion. Once the meeting minutes generated completely, ProMETheus

server will send the meeting minutes to the android phone client
according to the MacAdr stored in the routing table. Consequently,
the Android mobile app will save the forwarded meeting minutes
and present them interactively to the mobile user.

3.3 System Implementation
Our mobile voice meeting minutes system was implemented in
Java programming language for the mobile app and Python pro-
gramming language as the server module. The server requires a
WAV file as meeting audio uploaded from mobile app and a JSON
file containing the meeting minutes to download for the mobile
app. Moreover, the ProMETheus server is specifically developed to
be executed on a standard Linux Operating System and the client
(mobile app) is developed on the Android platform.

Figure 3: Noise Suppression Process in ProMETheus

4 SERVER DESIGN
4.1 Audio Pre-processing
Audio pre-processing includes pre-emphasis, framing and window-
ing. The purpose of pre-emphasis is to retain signals in a certain
frequency range. This process actually acts as a high-pass filter.
The digital signal is a random sequence changing through time and
it is not a stationary random process. However, in a short period
of time, it can be considered as an approximately stationary ran-
dom process. In the grouping of a discrete sequence, each group
is considered as a frame. Windowing is used for framing. For each
frame, a window function is selected. Consequently, the width of
the window function is considered as the frame length. We use the
following noise suppression algorithm, VAD, to detect whether the
signal contains either voice or noise. Inherently, this method also es-
timates the power at each frequency of the noise. After determining
the noise spectral characteristics, the noise can then be "subtracted"
from the input audio, shown in Figure 3. According to VAD, the
long meeting record will be split into small audio pieces. Conse-
quently, each pieces will be converted into MFCC (Mel Frequency
Cepstral Coefficients) format, which means that parameters of raw
speech are extracted into sequence of feature vectors. Using audio
feature vectors, voice print model can be generated and be used
to classify different speakers. Ultimately, all pieces of transcribed
audio content are leveraged for our evaluation (text and sentiment
analysis).



ProMETheus: An Intelligent Mobile Voice Meeting Minutes System MobiQuitous’18, November 5-7, 2018, New York City, United States

4.2 Speaker Recognition
In our ProMETheus, speaker recognition refers to the machine
learning or deep learning method to differ and classify the identity
of different attendees based on their speech. Figure 4 shows the
data-flow of speaker recognition process.

Figure 4: Speaker Recognition Process in ProMETheus

4.2.1 Universal Background Model. The Universal Background
Model (UBM) [14] is trained via EM algorithm for classifying dif-
ferent speakers through acoustic features extracted from speech
data. UBM is more widely-used approaches to model large quan-
tity of data than Gaussian Mixed Model (GMM) [28]. UBM also
has the performance of parallel computing for training better qual-
ity models. When modeling the speaker’s voice print only with
GMM, it is difficult to cover all the speaker’s pronunciation by the
short time speaker data. Thus, the mixed Gauss model is difficult
to accurately reflect the features of the speakers’ voice pattern dis-
tribution. The Universal Background Model (UBM) is essentially
a large-scale GMM model used to train feature distributions that
are speaker-independent. Its training data is multi-channel, multi-
background, and speech data of massive balanced-gender speakers.
When modeling the speaker voice-print, the UBM model parame-
ters are adjusted by a small amount of speaker data to generate the
speaker’s voice-print model. The adaptive process is implemented
by the maximized a posterior probability method (MAP), which
usually only modifies the mean of different components of UBM to
achieve self-adaptive purposes. The calculation is as follows:

Given the UBM model and the training feature vectors xt (t =
1, 2, 3, ...,T ) of the target speaker, Equation 1 is used to calculate
the posterior probability of the speaker training vector for the
component i in the UBM model, in which the wi is the mixed
weight of the different components:

p(i |xt ) =
wipi (xt )∑M
j=1w jp(xt )

(1)

Then calculate the sum of the posterior probabilities of the
speaker training feature vectors:

ni =
T∑
t=1

p(i |xi ) (2)

The mean ui in Equation 3 of the updated i is as follows, where
Ei (x) is the mean of the speaker’s training feature vectors, ui is
the original mean vector of the UBM model, and rm is a fixed
parameter value, which reflects the adaptability of the UBM model
to the speaker model:

ûi = ami Ei (x) + (1 − ami )ui

ami =
ni

ni + rm
(3)

4.2.2 Support Vector Machine. For two-speaker classifier, Sup-
port Vector Machine (SVM) [26] is capable of minimizing structural
risk. Compared to hidden Markov model and neural network model,
SVM has more generalization ability to classify different speaker.
The basic model of the SVM is the linear classifier with the largest
interval that is mapped to the feature space. The learning strategy
of the SVM is the maximization of interval, which can be formalized
as a problem of solving convex quadratic programming, and is also
equivalent to the minimization problem of L2-regularized hinge
loss.

The speech data are not linearly separable. Therefore, We need
to select appropriate kernel functions K(xi ,x j ) and an appropriate
hyper parameterC to construct and solve the optimization problem.
The polynomial and radial basis function (RBF) [32] kernels are
commonly used for non-linearly mapping samples into a higher
dimensional space. When K(xi ,x j ) is a positive definite kernel
function, this problem is a convex quadratic programming problem.
Equation 4 is the problem construction. For training dataset T =
{(x1,y1), (x2,y2), · · · , (xN ,yN )}, i = 1, 2, · · · ,N , xi is the one of
speech features in training dataset, yi is the label of speaker.

min
α

1
2

N∑
i=1

N∑
j=1

αiα jyiyjK(xi ,x j ) −
N∑
i=1

αi

s .t .
N∑
i=1

αiyi = 0

(4)

where 0 ≤ αi ≤ C , i = 1, 2, · · · ,N . Finding the optimal solution
of α∗ = (α∗1 ,α

∗
2 , · · · ,α

∗
N )T , choose a positive component of α∗.

Equation 5 calculate b∗ and Equation 6 construct decision function
f (x)

b∗ = yi −
N∑
i=1

α∗i yiK(xi · x j ) (5)

f (x) = siдn
( N∑
i=1

α∗i yiK(x · xi ) + b
∗
)

(6)

4.2.3 Deep Neural Network Approach. Deep learning can learn
the original perceptual data directly as the input of the model, but
if the feature can be selected and extracted from the original data,
features can be used as an input to improve the performance of
the model. A DNN classifier [30] is a multi-layer perceptron with
more than two hidden layers that extract frame-level features of
audio data. After passing each frame of feature through neural
network, it will be assigned to a sound unit.A statistical analysis of
each sentence will be constructed in all sound units, which then
output a high-dimensional feature vector for every sentence. After
extracting the high-dimensional feature vectors, we use a modeling
method called the total variability to model the high-dimensional
features:

M =m +Tw (7)
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wherem is the mean super-vector of all training data,M is the super
vector of each sentence, T is the load space matrix from massive
training data, andw is the i-Vector feature vector by reducing the
dimension. In this case, the i-Vector is modeled using a probabilistic
linear discriminant analysis (PLDA) [6] to reveal the speaker’s
information. In speaker recognition, we use MFCC or MFEC (Mel-
frequency Energy Coefficient) as the original data. MFCC andMFEC
are considered as feature vectors.

4.3 Speech Recognition
For traditional speech recognition, it is usually divided into three
parts: speech model, dictionary, and language model. Both the
speech model and the language model are trained separately, so the
loss function optimized by these two models is not the same. The
training target of the whole speech recognition is not consistent
with the loss function of the two models.

Figure 5: Deep Speech Model

For end-to-end speech recognition, the input of the model is the
speech feature, and the output is the text recognized. The whole
model has only one neural network model. For the DNN model
[16], the input features can use splice frames as input. Speech is a
complex and time-varying signal with strong correlation between
frames. This correlation is mainly reflected in the phenomenon
of co-pronunciation in speech, often with several words before
and after the word that we are about to say. The effect, that is, the
long-term correlation between frames of speech. A certain degree
of contextual information can be learned by using splicing frames.

Compared with the feed-forward neural network DNN, the re-
current neural network adds a feedback connection on the hidden
layer. A part of the input of the RNN hidden layer at the current
moment is the hidden layer output of the previous moment, which
allows the RNN to see the information of all previous moments
through the cyclic feedback connection. These features make RNN
very suitable for modeling time-series data. The Long-Short Term
Memory (LSTM) [17] solves the problem of the disappearance of
traditional simple RNN gradients, making the RNN framework
practical in the field of speech recognition and gaining the effect of
surpassing DNNs. It has been used in the industry at present.

As is shown in Figure 5, the RNN acoustic model framework in
current speech recognition mainly includes three parts: DNN, deep
bidirectional RNN and Connectionist Temporal Classification (CTC)

[11] output layer. When the bi-directional RNN judges the current
speech frame, not only the historical speech information but also
the future speech information can be used to make more accurate
decisions; the CTC enables the training process to eliminate the
need for frame-level annotation and achieves an effective end-to-
end training.

Deep Speech is a concept verification model shown in Figure
5, but it also shows that the performance of a simple model can
match the performance of the top complex models at that time.
Deep Speech 2 [2] shows that such a model has good generalization
to different languages and has applied to many practical projects.
Furthermore, Deep Speech 2 is a better model for our system

4.4 Text Summarization
Automatic text summaries can generally be divided into extract-
ing and generating. Extracting determines important sentences in
the original text and extracts these sentences into a summary. The
generative method uses advanced natural language processing al-
gorithms to generate more concise abstracts through techniques
such as description, synonymous substitution, and sentence abbre-
viations. Compared to extracting, the generative process is closer to
the process of human abstract. With the development of deep neu-
ral networks, the generated text abstracts based on neural networks
have been rapidly developed and have achieved good results.

4.4.1 Seq2seq attention model. The basic structure of a genera-
tive neural network model is mainly composed of an encoder and a
decoder, and the encoding and decoding are implemented by Neural
network implementation. The encoder is responsible for encoding
the input original text into a vector, which is a representation of the
original text. This representation contains the text background. The
decoder is used to extract important information from the vector,
which will be processed to generate a text summary. The set of
architecture is known as seq2seq [23] and is widely used in the
scenarios where there are input sequences and output sequences,
such as machine translations, and chat bots.

RNN is called a recursive neural network because its output
depends not only on the scene of the input sequence and the output
sequences, but also on the output of the previous moment. The
typical RNN structure is dependent on time which RNN can the-
oretically take into account all the input information of the past
moments in the output of a certain time, especially for time series
data, such as text, voice and financial data. Therefore, Seq2seq task
based on RNN is implemented in our novel system. Figure 6 shows

Figure 6: Seq2seq Model of Encoding and Decoding
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a model for automatic replies, whose encoders and coders consist
of LSTMs, respectively. The vector in Figure 6 encodes the input
text information, and the decoder obtains the vector to generate
the target text. The model can also be used naturally for the text
summary task. At this time, the input is the original text , and the
output is abstract of the given audio content.

4.4.2 TextRank Algorithm. TextRank is inspired by Google’s
PageRank [15] algorithm to design the sentence weight algorithm
for automatic summarization. The principle of this algorithm is
to allow each word to vote for its neighbors, and the weight of
the vote depends on the number of votes. PageRank solves this
paradox by using matrix iterative convergence. Each sentence is
regarded as a node in a graph. If there is a similarity between the two
sentences, it is considered that there is an indirect edge between the
corresponding two nodes, and the weight is the similarity degree.
The sentences with the highest importance calculated by TextRank
algorithm can be used as summaries. The TextRank equation is as
follows:

WS(Vi ) = (1 − d) + d ∗
∑

Vj ∈In(Vi )

ωji∑
Vk ∈Out (Vj )

ωjk
WS(Vj ) (8)

The left side of the equation shows the weight of a sentence
(WS is short for weight_sum), and the right side shows summing
the degree of contribution of each adjacent sentence to this sen-
tence. Unlike extracting keywords, all sentences are considered
to be adjacent. The denominatorwi j of the summation represents
the similarity of the two sentences, the denominator is again a
weight_sum, andWS(Vj ) represents the weight of the previous
iteration j. The entire formula is an iterative process.

4.5 Sentiment Analysis
Sentence-level sentiment classification is used to quantify expres-
sion emotions in a single sentence. Sentence emotion can be in-
ferred by subjective classification and polarity classification. The
former classifies sentences into subjective or objective, while the
latter judges that subjective sentences express negative or positive
emotions. In the existing deep learning model, sentence sentiment
classification usually is a three-category classification problem,
namely predictive sentences are positive, neutral or negative. The
process from sentences to sentiment is shown in Figure 7. CNN
and RNN do not need word bag model to store sentiment from
sentences. They use word embedded (which has encoded some
semantic and grammatical information) as input. In addition, CNN
and RNN model architecture can also help us learn the inherent
connections between words in sentences.

Dynamic Convolutional Neural Network (DCNN) [19] improved
Convolutional Neural Networks (CNN) [21] by Dynamic k-max
pooling in sentiment classification model. Unlike LeCun [21] previ-
ously defined the CNN pooling operation as a non-linear sampling
method that returns the maximum value in a bunch of numbers,
dynamic k-max pooling is a more general form of maximizing pool-
ing. The generalization of the k-max pooling method in the text
is:

Figure 7: Sentiment Analysis in ProMETheus

(1) The result of pooling does not return a maximum value,
but returns the maximum value of the k group, which is a
sub-sequence of the original input.

(2) The parameter k in pooling can be a dynamic function, the
specific value depends on the input or other parameters of
the network.

The advantage of k-max pooling is that it extracts not only the
more important information (more than one) in the sentence, but
also their order information (relative position). At the same time,
since only the k values need to be extracted on the last convolution
layer, this method allows different lengths of input (the length of
the input should be greater than k).

Compared to conventional convolution operations, the width
of the convolutional output of the feature map is wider because
the convolution window does not need to cover all input values,
it can also be part of the input value. For dynamic k-max pooling
operation, k is a function of the length of input sentence length and
depth of network:

Kl = max
(
ktop , ⌈

L − l

L
s⌉
)

(9)

Where l represents the number of layers of the current convolution,
L is the number of total convolution layers in the network, and ktop
is the k value of the top of the pooling layer, which is a fixed value.
For example, if there are three convolutional layers in the network,
ktop = 3, and the input sentence length is 18; then, for the first
layer convolutional layer below the pooling parameter k1 = 12, and
the second layer convolution layer’s is k2 = 6, and k3 = ktop = 3.

5 EXPERIMENT AND EVALUATION
In this section, we present the results of comparison between dif-
ferent speaker recognition, text summarization algorithms. From
the AMI Meeting Corpus dataset, we leveraged the segments to
evaluate speaker recognition algorithm and the abstractive to eval-
uate text summarization algorithm. The evaluation that we present
in this section would be used as the inclusive process (refers to
server design in Section 4) in our proposed system. The algorithm
leveraged by the system can essentially be used not only for meet-
ing minutes, but also for other acoustic problems. In AMI Meeting
Corpus dataset, there are four speakers in each original meeting
audio. After cutting original audio into segments, we classified
these segments based on XML files in ’segments’ directory of the
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Figure 8: Comparison of Speaker Recognition Algorithms
for Accuracy

<20 20-40 40-60 60-90 90

Meeting Duration (Min)

0

10

20

30

40

50

60

70

F
-s

c
o

r
e
 (

%
)

KL

LexRank

LSA

Luhn

Taskrank

SumBasic

Figure 9: Comparison of Text Summarization Algorithms
for F-score

AMI Meeting Corpus dataset. In each XML file, the beginning and
finishing seconds of each segments of speakers are recorded. And
also different speakers are marked different alphabets correspond-
ing to his speech seconds. We use 10 percents of each speakers’
segments to train speakers model. There are meeting contents in
the words directory of the AMI Meeting Corpus dataset. In this
directory, speech contents of each speakers are saved as an XML
file. Each word is recorded with start time and end time. In our
experiment, we parse XML files and extract words chronologically
to reconstruct the complete meeting content. In ’abstractive’ di-
rectory, each meeting summary is recorded manually in an XML
file. Speech recognition and sentiment analysis models essentially
need large amount of data for training. The AMI Meeting Corpus
dataset does not satisfy the requirement of training models. There-
fore, we compare commercial platforms to select the best API for
our system.

5.1 Accuracy and F-score
First, in our experiment, we compare the speaker classification
performance of five different algorithms: Gaussian Mixture Model
(GMM), Gaussian Mixture Model with Universal BackgroundModel
(GMM-UBM), Support Vector Machines using GMM Supervectors
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Figure 10: Comparison of Speaker Recognition Algorithms
for Predition Delay
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Figure 11: Comparison of Text Summarization Algorithms
for Delay

(SVM-GS), GMM of DNN Bottleneck feature (DNN-GMM) and End-
to-end DNN (EDNN). Empirical evaluation is performed on these
algorithms by measuring the classification accuracy from all meet-
ing dataset. Consequently, the evaluation covers various meeting
duration. In Figure 8, EDNN achieves the highest classification ac-
curacy for the different speaker along with lowest variations. Also,
GMM-UBM indicates a better classification result among these algo-
rithms. However, EDNN needs large amount of speakers’ samples
to train a accurate model. GMM-UBM needs few samples to train
generative model. For overall classification performance, we choose
GMM-UBM, which has a robust classification ability of meeting
data.

Moreover, we compare the text summarization performance of
six different algorithms: Kullback-Lieber (KL) [4], LexRank [10],
Latent Semantic Analysis (LSA) [9], Luhn [35], TextRank [24], Sum-
Basic [40]. These algorithms are evaluated by the F-score (F1-score
or F-measure), which is a measure of a test’s accuracy and is defined
as the weighted harmonic mean of the precision and recall of the
test. In Figure 9, F-score result for LexRank model shows a better
result in the different meeting duration. The results also indicate
that LexRank is more suitable for shorter meeting and Luhn is more
suitable for longer meeting than other algorithms.
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Table 1: COMPARISON OF COMMERCIAL SPEECH RECOGNITION PLATFORM

Platform Name Programming Interface Audio format Language Punctuation Support
Baidu Yuyin Java, Objective-C, C++, 16-bit 16000Hz Mandarin, English No (REST API)

REST API momo PCM Yes (else)
Iflytek Voice Dictation Java, Objective-C, C++, 16-bit 16000Hz/8000Hz Mandarin, English Yes

C#, WebAPI momo PCM
Google Speech C#, Go, Java, Node.js, 16-bit 16000Hz 60 languages Yes

PHP, Python, Ruby momo raw
Amazon Transcribe C++, Go, Java, Ruby 16-bit 16000Hz/8000Hz English, Spanish Yes

momo PCM
Microsoft Bing Speech Java, Objective-C, C#, 16-bit 16000Hz 29 languages Yes

REST API momo PCM

5.2 Module Delay
Second, Figure 10 plots the prediction delays of speaker recogni-
tion and Figure 11 plots the delays of text summarization. In this
evaluation, the speaker recognition models (generated by running
speaker recognition algorithms) are running in our server and the
model parameters are loaded in the server memory. We run these
algorithms on 40 randomly picked meeting audio files and collect
the prediction delays of recognition module. As is shown in Figure
10, all meeting speakers can be recognized within 0.35 millisec-
onds. The samples of 10 seconds audio clips are fed as the input
for speaker recognition (MFCC feature extraction and voice printer
classification by the neural network). Specifically, EDNN shows
the shortest delay for speaker recognition. Due to its accuracy and
supervised algorithm, we can conclude that EDNN is better for the
meeting that consist of regular members.

As is shown in Figure 11, we also run algorithms on 40 randomly
picked meeting texts to measure the delay of text summarization.
From the evaluation of F-score, we can infer that the summarizing
ability is degrading as the meeting duration spans over a longer
period. However, the delay of each algorithm is mostly constant for
the duration of less than 90 minutes. Moreover, SumBasic and Luhn
cost less time in the summarization process. In term of the F-score,
Luhn is the preferred algorithm for meeting text summarization.

6 COMMERCIAL APIS
We compared different commercial speech recognition platforms in-
cluding Baidu Yuyin, Iflytek Voice Dictation, Microsoft Bing Speech,
Google Speech and Amazon Transcribe. As is shown in Table 1,
Except Google Speech, all platforms require 16-bit mono PCM au-
dio that is sampled at 16000Hz. Platforms such as Baidu Yuyin and
Iflytek Voice Dictation are more focused on English and Mandarin.
Google Speech and Microsoft Bing Speech are not only better sup-
port for English but also other languages. Moreover, the REST API
or WebAPI typically takes advantage of HTTP. It can be used over
nearly any protocol so that we have no need to install additional soft-
ware or libraries. We use different platforms to transcribe the same
meeting audios to meeting contents. As a result, Google Speech
gets the highest accuracy in English speech recognition. In our
ProMETheus, we provide a multi-language service (for both Eng-
lish and Mandarin) and we leverage python programming language
to build the server of ProMETheus. Therefore, we choose Iflytek

Voice Dictation due to its better support for English, Mandarin and
punctuation.

Two commercial emotional analysis platforms are leveraged in
our system, which we have comprehensively compared with other
platforms. Emotional analysis can be analyzed from the following
two perspectives: speech and words. In text emotional recogni-
tion, IBM Tone Analyzer (supported by the IBM Watson), which
detects emotional tones, social tendencies and writing styles from
any length of pure text. For its support of English and French, it
can identify 6 emotions such as anger, fear, joy, sadness, analytic,
confidence and tentativeness. Vokaturi is a framework for emotion
recognition, which can understand emotions in speaker’s voice. At
present, Vokaturi is suitable for iOS, Windows, MacOS, Android
platform support. Vokaturi maintains three independent versions
of the software library for identifying emotions. It can be easily in-
tegrated into existing software applications and has been validated
through an existing sentiment database for emotional recognition
in a language-independent manner.

7 CONCLUSIONS AND FUTUREWORK
In this paper, a robust mobile meeting minutes system is presented
for the case of smart and efficient meeting. We choose the unsu-
pervised speaker recognition algorithm for its best performance
to classify speakers. For text summarization, the best algorithm
is selected based on its highest evaluation score (F-score). By in-
vestigating different commercial platforms of speech recognition,
the best API is selected and tested. Most importantly, the mobile
voice meeting minutes system aims to generate meeting content,
perform meeting summarization and determine the agreed actions
using voice record collected by smartphones. ProMETheus has also
been tested among the users (academics) from higher education
institutions. In short, our system was able to provide them with
incremental efficiency in automatic meeting minutes generation,
which resulted in the convenience and significant time-savings for
their on-going projects (work and research related)

Furthermore, there are several limitations of our work that may
need future exploration:

(1) The capability of speaker classification is dependent on the
effect of noise reduction and the per-speaker audio duration.

(2) Overlapping conversation does not only make errors in
speech recognition but also speaker recognition.
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(3) Sentence-level sentiment analysis for opinion mining is ex-
treme and incomplete.

In the future, we plan to use more algorithms and test on the
more real-world dataset. For example, Kalman and other time-series
filter can be used to remove noise [34, 33]. More classifiers can be
applied to identify speakers. We can also group speakers using
audio arrays sourced from different smartphones as attendees tend
to record the meetings using smartphones and upload to the cloud.
Additionally, we will also apply sentiments analysis in tone.
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