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Abstract—Understanding user contexts and group structures
plays a central role in pervasive computing. These contexts and
community structures are complex to mine from data collected
in the wild due to the unprecedented growth of data, noise,
uncertainties and complexities. Typical existing approaches would
first extract the latent patterns to explain the human dynamics
or behaviors and then use them as the way to consistently
formulate numerical representations for community detection,
often via a clustering method. While being able to capture high-
order and complex representations, these two steps are performed
separately. More importantly, they face a fundamental difficulty
in determining the correct number of latent patterns and commu-
nities. This paper presents an approach that seamlessly addresses
these challenges to simultaneously discover latent patterns and
communities in a unified Bayesian nonparametric framework.
Our Simultaneous Extraction of Context and Community (SECC)
model roots in the nested Dirichlet process theory which allows
nested structure to be built to explain data at multiple levels. We
demonstrate our framework on three public datasets where the
advantages of the proposed approach are validated.

I. INTRODUCTION

A typical pervasive system in the vision of Mark Weiser
has the ability to behave adaptively and intelligently to the
changes of surrounding environment [20]. To have such ability,
the system harnesses and makes intelligent decisions from the
signals collected by sensors. But the raw signals themselves
might not provide enough information as the meaningful
patterns are normally embedded inside the data and might
not be clearly visible. We refer to such patterns as contexts.
With regards to physical movements and social activities, these
contexts typically characterize the communities of users that
display similar behaviors, e.g., the subjects that usually meet
in the same groups or have similar location distribution. This
information could give a deeper understanding on the structure
and group dynamics of an organization. Understanding both
the high level contexts as well as the communities of users that
have similar behavioral contexts are useful in many applica-
tions such as social networking [22], healthcare management
[11] or smart environment [1].

Existing approaches for discovering latent patterns and
community structures typically follow a two-step process [13].
The first step is to extract the latent patterns and the second
step is to detect the communities using the extracted patterns
as features. In the first step, the latent patterns are typically
extracted using unsupervised learning techniques, e.g. princi-
pal component analysis (PCA) [4] or latent Dirichlet allocation
(LDA) [2], [10]. However, these parametric techniques require

the number of latent patterns to be specified in advance. This
parameter is not always available and usually changes with
data. Recent advances in Bayesian nonparametrics overcome
this drawback by specifying nonparametric prior distributions
on the parameters of mixture models to infer the suitable
number of latent patterns through a statistical learning process
on observed data [12], [13], [17]. In the second step, the
extracted patterns are used as features for community detection
using clustering algorithms, e.g. k-means [10] and affinity
propagation (AP) [13].

Such two steps are highly correlated and can benefit each
other if they are conducted in a unified model. This mutual
benefit has been demonstrated in several machine learning
papers [14], [21]. For example, the empirical results in [21]
demonstrate that an integrated model for topic modeling
and document clustering outperforms all two-step approaches
(e.g. LDA+k-means) on 20-Newsgroups and Reuters-21578
datasets. More promisingly, the integrated approach using
nested Dirichlet process in [14] was proved to outperform the
HDP+AP approach on both text data (NIPS corpus) and image
data (NUS WIDE dataset).

In this paper, we propose the Simultaneous Extraction of
Context and Community (SECC) model developed upon the
nested Dirichlet process (nDP) theory [15] to perform both
tasks – context extraction and community detection – simulta-
neously. The model is nonparametric at both levels, it can infer
the number of contexts and the number of communities auto-
matically. The inference of nDP models is typically carried out
using the truncated sampling method without hyperparameter
sampling, which is one of its drawbacks as hyperparameter
sampling is useful for tuning the model. We instead provide a
Gibbs sampling inference for our SECC model by introducing
its stick-breaking and probabilistic graphical representations.
Furthermore, we provide a routine for sampling hyperparam-
eters to enhance the robustness of the model in being more
independent to the initial values of the hyperparameters.

We demonstrate our SECC model on three public datasets:
USC-HAD [23], Reality Mining [3], and StudentLife [19].
From the USC-HAD dataset, we demonstrate the simultane-
ous extraction of activity contexts and activity clusters from
accelerometer data. From the Reality Mining dataset, we use
the Bluetooth data to discover the proximity contexts and
community of users that have similar proximity behaviors.
From the StudentLife dataset, we use the WiFi data to si-
multaneously extract location contexts and communities. The



discovered contexts are compared to those extracted by the
hierarchical Dirichlet processes (HDP) in [13]. The communi-
ties are compared to those learned from some baseline methods
including HDP+AP approach [13] and the clustering methods
(k-means and AP) on the original data. The experimental
results show that the latent contexts extracted by our model are
as good as those of the HDP model in [13] while the clustering
performance is marginal with that obtained from the HDP+AP
approach and outperforms other clustering baseline methods.

Our main contributions in this paper are: 1) The SECC
model built upon the theory of nested Dirichlet process for
extracting the contexts and communities simultaneously in a
unified framework. The model is totally nonparametric – it can
discover both number of contexts and number of communities
automatically. 2) The collapsed Gibbs inference for the model
and the routine for sampling hyperparameters. 3) Applying
the model on three different datasets to extract the relevant
contexts and communities.

II. BACKGROUND

In this section, we review the related work in latent pattern
and community detection. We then provide a brief background
of Bayesian nonparametric modeling.

A. Latent Pattern Extraction and Community Detection

These are two of the most commonly encountered problems
in machine learning and data mining. Although the extracted
patterns can be used as features for subject clustering, they
are often dealt as two separate problems.

Existing approaches for latent pattern discovery typically
use unsupervised learning methods. For instance, principal
component analysis (PCA) was used to extract the latent
behavior from location data and social network from Bluetooth
data [4]. Some other studies used topic modeling methods.
Farrahi and Gatica-Perez [5] represented the location data and
Bluetooth proximity data in the bag-of-word form and used the
probabilistic latent semantic analysis (PLSA) model to extract
the patterns. Latent Dirichlet allocation (LDA) was used to
extract the latent patterns such as daily routine [10].

The aforementioned approaches, however, have a main
drawback of the pre-specified key parameter, such as the
number of components in PCA or the number of topics in
PLSA and LDA. Recent advances in Bayesian nonparametrics
overcome this drawback by specifying nonparametric prior
distributions over the parameters of the mixture models to
infer the suitable number of components. An example of
such models is the hierarchical Dirichlet processes (HDP)
[18], which was used to extract the latent patterns from
accelerometer data [12], [17] and Bluetooth data [13].

The latent patterns from the above step can be seen as
a dimensional reduction and become the features for the
clustering step. This step can be done using unsupervised
learning techniques such as k-means or affinity propagation
(AP) [7]. For example, to detect the community that have
similar proximity behavior from Bluetooth data, the authors
in [13] used the mixing proportions of the latent patterns as
the features to cluster the subjects by the AP algorithm.

However, such two-step approach has a limitation in vali-
dating the results separately, while they are highly correlated
and can mutually benefit each other [14], [21]. On one hand, a
good context estimation can generate an effective latent repre-
sentation, hence, when used as latent features for community
detection, it can strongly influence the quality of the commu-
nities detected. On the other hand, community labels obtained
from the community detection can serve as the supervised
information to guide the context discovery. Thus performing
them simultaneously in a unified model can obtain a better
estimation at both levels. This unified approach has been
proved to outperform the two-step approach (HDP+AP) on
the data that has the clustering characteristics at multiple level,
such as topics (clusters of words) and clusters of documents
[14]. These multi-level clustering characteristics also exist in
pervasive datasets in the form of contexts and communities.
Thus we propose a unified model for simultaneously discov-
ering contexts and community as to be presented in Section
III. But before presenting our model, we briefly introduce the
background on Bayesian nonparametric modeling which is the
foundation of our model in the following section.

B. Bayesian Nonparametric Modeling

Latent patterns can be extracted from the data using mixture
models. By assuming the existence of sub-populations in data
points, the distribution of data is modeled as a mixture of some
probabilistic components. Under this setting, the likelihood of
a data point xi is represented as a mixture:

p (xi | π,θ) =
K∑
k=1

πkf (xi | θk) (1)

where K is the number of sub-populations, π = (π1, . . . , πK)
are the mixing proportions, which are non-negative and have
a sum of 1, θ = {θ1, . . . , θK} are the component parameters,
and f (xi | θk) is the probability density function (for contin-
uous distributions) or probability mass function (for discrete
distributions) of the data point xi under the k-th component.

However, this is still a finite mixture model as the number
of mixing components K needs to be specified in advance.
This drawback limits the usability of the model in many
applications where the number of mixing distributions is
difficult to specify and may not be known in advance. This
problem can be overcome by the assumption that K →∞, so
that the mixture model becomes infinite:

p (xi | ·) =
∞∑
k=1

πkf (xi | θk) (2)

For this, the Dirichlet process (DP) [6] is used for generating
π, replacing the Dirichlet distribution by defining an infinite
probability measure:

G =

∞∑
k=1

πkδθk (3)

where G is a random probability measure as both πk (s)
and θk (s) are random variables. The representation in
Eq. (3) is known as the stick breaking representation [16],



where θk
iid∼ H, k = 1, . . . ,∞ and π = (πk)

∞
k=1 are

the weights constructed through a stick-breaking process
πk = vk

∏
s<k (1− vs) with vk

iid∼ Beta (1, γ) , k = 1, . . . ,∞.
It can be easily seen that

∑∞
k=1 πk = 1 with probability of 1.

Dirichlet process mixture models. Using the discrete
probability measure G in Eq. (3) as the prior distribution,
the data generative process for infinite mixture models can
be summarized as:

G | γ,H ∼ DP (γ,H)

θi | G ∼ G (4)
xi | θi ∼ F (· | θi)

This model is named Dirichlet process mixture (DPM). The
inference of DPM can be carried out under a Gibbs sampling
scheme using the Chinese restaurant process (CRP). For this, a
latent indicator zi is introduced for each variable xi to reflect
the mixture component of xi. In this sampling scheme, the
indicator zi is sampled using the likelihood:

p (zi = k | z−i,x1:N , γ) ∝

{
n−ik f−xi

k (xi) used k
γf−xi

knew
(xi) new k

(5)

where n−ik denotes the number of times the k-th component
has been used excluding the i-th data point, γ is the concen-
tration parameter of the DP and f−xi

k (xi) is the predictive
likelihood of xi under component k.

Under Gibbs sampling scheme, each data point xi is iter-
atively considered as the last data point to sample zi. The
number of components can be inferred automatically as new
components are introduced if needed or existing components
are removed if unused. The final status of zi’s is used to
estimate the component parameters.

Hierarchical Dirichlet processes. The data structure in
real world applications, however, is typically organized into
multiple groups, e.g. collected signals from each user can be
constructed as a group of data points. This type of data can
be constructed in documents (cf. Fig. 1). The hidden patterns
can be extracted from the grouped data using hierarchical
Dirichlet processes (HDP) [18]. In this model, each data group
(document) is modeled using a DPM and the shared statistics
between the groups are captured through another Dirichlet
process as the prior distribution for the mixture distribution
of each document. The generative process of HDP model can
be summarized as follows:

G0 | γ,H ∼ DP (γ,H)

Gj | α,G0 ∼ DP (α,G0)

θji | Gj ∼ Gj (6)
xi | θji ∼ F (· | θji)

The inference on HDP can be carried out in the same
manner as DPM, using the Gibbs sampling scheme and
introducing the latent indicator zji for each data point xji.

The work in [13] used HDP to extract the proximity contexts
from Bluetooth data. They organized data of each participant
as a document and infer the multinomial components. The
clusters of participants are discovered using the affinity prop-
agation (AP) [7]. The purpose of this paper is also to extract

these two types of information. But in contrast with [13] where
the inference was performed in two separate steps, we use a
nested Dirichlet process model that can capture both types of
information simultaneously in a unified inference process.

III. SECC: SIMULTANEOUS EXTRACTION OF CONTEXT
AND COMMUNITY

We organize the data collected from wearable devices into
groups of data points. Each data point is the sensing status
during a time interval, e.g. the proximity status of a user to
the others from Bluetooth data, or the presence/absence of
the WiFi hotspots during each WiFi scan. The data points
collected from a user is organized in a group. Given this data
structure, we aim to discover the hidden patterns (or contexts)
of activity, proximity and location, and the communities of
users. For this, our Simultaneous Extraction of Context and
Community (SECC) model makes use the theory of nested
Dirichlet process (nDP) [15] to model the hierarchical group-
ing structure of users and signal observations.

A. Model Representation

Let us begin with some notations used in the model. Let
J denote the number of users and Nj denote the number of
exchangeable data points of user j. The data collection of user
j is denoted as xj =

{
xj1, ..xjNj

}
. This data organization

is similar to that of HDP model [13]. However, unlike HDP
model where each data group has its own mixing proportion
vector, in SECC model, the users that belong to the same
community are assumed to share the same mixing proportion
vector. For this we introduce a latent variable cj associated
with user j indicating her community. This indicator is drawn
from the community mixing proportion τ that follows another
DP. The generative process of SECC model is summarized as:

τ ∼ GEM (v) ;

cj ∼ Categorical (τ ) ;
G0 ∼ DP (γ,H) ;

Gm ∼ DP (α,G0) ;

θji ∼ Gcj ; (7)
xji ∼ Multinomial (θji) ;

where θji = φk if zji = k. This generative process is
presented in Fig. 1. Under this process, a data point xji
is generated as follows. M probability measures Gm’s are
generated for M communities using the hierarchical structure
of DP with hyperparameters γ and α and base measure H . The
community mixing proportions τ are sampled by the stick-
breaking process with parameter v. The community indicator
cj is sampled from Categorical (τ ). According to the output
of cj , the context probability measure for user j is chosen as
Gcj . The atom for data point xji is sampled as θji ∼ Gcj . This
atom is then used to sample xji as xji ∼ Multinomial (θji).

B. Model Inference

For the inference of the model, we need to estimate the
posterior distributions for the hidden variables of interest. The
exact form of these posterior distributions is nontrivial as in
most cases of DP-based Bayesian nonparametric models [9].
Thus we use collapsed Gibbs sampling to sample the latent
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Fig. 1: The expanded graphical representation of the SECC model.
Each data point xji is assigned to a latent context by the indicator
variable zji. The context indicator zji is drawn from a categorical
distribution parametrized by πm, where m is decided by the commu-
nity indicator cj . The community mixing proportion τ follows a DP
parametrized by v.

variables from the conditional distributions sequentially. The
posterior distributions of the hidden variables are then esti-
mated using a set of these samples. Due to conjugacy prop-
erty in Bayesian modeling, we analytically integrate out the
variables τ , πm’s , φk’s to utilize collapsed Gibbs sampling.
Thus, the target variables to be sampled are cj’s, zji’s, β and
the hyperparameters v, α, γ.

We note that sampling the community indicators cj’s and the
context indicators zji’s iteratively can mutually benefit each
other as sampling one variable leverages the current status of
the others. On one hand, a good context estimation can gener-
ate an effective latent representation to be used as the input for
community detection and largely affects the detection perfor-
mance. On the other hand, the community labels obtained from
community detection can serve as useful information to guide
the context discovery to the best latent features. Improved
community detection can produce better context learning in the
next iteration, and better contexts extracted from the data, in
turn, contribute to improving the community detection. A step-
by-step summary of the collapsed Gibbs sampling algorithm
for SECC model is provided in Algorithm 1. In particular, we
sample the following variables.

Sampling cj’s. Sampling community indicator cj leverages
the corresponding community m. First, we calculate the prior
weights over the communities following a Chinese restaurant
process (CRP). This term can be seen as the proportion of each
community over the whole population. Second, we compute
the marginal likelihood of all data points belong to user j
under community m, i.e. the likelihood of user j belongs to
community m. The user j may join an existing community or
she can form a new one:

p (cj = m) ∝

n
−j
m

Γ(α+s−j
m∗)

Γ(α+sm∗)

∏
l

Γ(αβl+smk)

Γ(αβl+s
−j
mk)

old m

v Γ(α)
Γ(α+Nj)

∏
l

Γ(αβl+s
j
mk)

Γ(αβl)
new m

(8)

where s−jmk =
∑
u 6=j

∑Nu

i=1 I {zui = k, cu = m} is the number
of times topic k being assigned to the data points of com-
munity m’s members excluding user j and n−jm is the size of
community m excluding user j.

Algorithm 1 Gibbs sampling for SECC model
Input: x = [xji]

1: Initialize z and c1:J

2: while (not converged) do
3: for j = 1 to J do
4: sampling cj using Eq. (8)
5: for i = 1 to Nj do
6: sampling zji using Eq. (9)
7: end for
8: end for
9: sampling β using Eq. (10)

10: end while

Sampling zji’s. Let x−ji denote the set of all data points
excluding xji, i.e. x−ji = {xuv : u 6= j ∩ v 6= i}. We need to
compute (1) prior distribution for each topic k in community
m based on Chinese restaurant franchise (CRF) [18] and (2)
the likelihood of observing xji under the mixture component
k. Then, the posterior of zji = k is computed as:

p (zji = k) ∝

{
(smk + αβk)× f−jik (xji) old k
αβk × f−jik (xji) new k

(9)

where smk =
∑
uv I {zuv = k | cj = m} and f−jik (xji) is

a predictive likelihood of observing xji under the mixture
component k.

Sampling β requires marginal likelihood over all zji’s con-
ditional on cj’s. It can be drawn from the posterior distribution:

p (β | z, c1:J , α, γ) ∝ p (z | β, α, γ, c1:J)× p (β | γ, α) (10)

Sampling hyperparameters. The hyperparameters γ, α, v
can be seen as prior pseudo-counts, i.e. the number of
communities and the number of contexts that we specify
before observing any data. In practice, these hyperparameters
are further endowed with prior distributions (e.g. gamma
distribution) and integrated out. This approach is a typical
scheme in Bayesian hierarchical modeling [8] to ensure the
robustness of the model in identifying the unknown number
of contexts and communities. By robustness, we mean the
results are resilient to the initial values of the hyperparameters.
In the implementation, we apply the procedures for sampling
hyperparameters together with the main parameters described
above. The posterior of hyperparameters can be computed as
a function of prior hyperparameters and the observed data.

IV. EXPERIMENTS

We demonstrate our SECC model on three types of data:
accelerometer-based activity data, Bluetooth-based proximity
data and WiFi-based location data. For the activity data (USC-
HAD dataset [23]), we simultaneously discover the activity
contexts and the clusters of activity sequences. For the Blue-
tooth data (Reality Mining dataset [3]), we simultaneously
discover the proximity contexts between the users and the
communities of users that have similar proximity behavior. For
the WiFi data (StudentLife dataset [19]), we simultaneously
extract the location contexts and communities of users that
have similar location distribution. We evaluate the performance
of our model using the standard clustering metrics.



A. Simultaneous Extraction of Activity Patterns and Clusters
from Accelerometer Data

In this section, we demonstrate our SECC model for si-
multaneously extracting the activity patterns and clusters from
accelerometer data. We use the accelerometer data from the
USC-HAD dataset for this experiment.

1) The USC-HAD Dataset: The USC human activity
dataset (USC-HAD)1 [23] was collected using the MotionN-
ode sensing platform. Each MotionNode includes a triaxial
accelerometer, a triaxial gyroscope, and a triaxial magnetome-
ter. The sampling rate fs is 100Hz. There are 14 participants
in the collection. They perform 12 basic activities including
5 walking activities, 5 sedentary activities (sitting, lying,
standing, elevator up and down), running and jumping. Each
participant repeats each activity 5 times. There are totally
840 recorded sequences. The activity labels are recorded by a
near-by observer. In this paper, we only use the accelerometer
signals for activity analysis.

From the accelerometer readings, i.e. axi
, ayi , azi , we

compute the signal magnitude as:

Ei =
√
a2
xi

+ a2
yi + a2

zi

For every 1s interval, we compute the standard deviation of
the signal magnitude. We visualize the signal magnitude and
standard deviation of 4 activity sequences in the left panes
of Fig. 2. During a sedentary activity (e.g. sitting), the signal
magnitude is stable, thus its standard deviation is close to 0.
During the walking activity, the signal magnitude fluctuates
between 0 and 2 and its standard deviation is around 0.5.
During running and jumping activities, the signal magnitude
highly fluctuates, increasing the standard deviation to more
than 1. Through these examples, we observe that the standard
deviation feature is highly associated with the movement
intensity of the activities. Therefore, we use the term intensity
to name this feature and use it to detect the movement intensity
levels of the activities. These levels represent the activity
context that the user performs every second. We also aim to
cluster the activity sequences into groups according to their
distributions over the intensity levels.

From 12 types of activity in this dataset, we group the labels
according to its basic activity into 3 groups: sedentary, medium
intensity, and high intensity. The sedentary group includes 350
sequences of sitting, lying, standing, and using elevator. The
medium intensity group includes 350 sequences of walking.
The high intensity group includes 140 sequences of running
and jumping. We use these groups as the ground-truth labels
to evaluate the performance of activity sequence clustering.

2) Results from the USC-HAD Dataset: We organize this
data into 840 sets of intensity corresponding to 840 activity
sequences. We then model the intensity feature as random
numbers drawn from a mixture of univariate normal dis-
tributions. These normal distributions are assumed to have
unknown mean µ and unknown variance σ2 to be estimated.
Each normal distribution represents a context of activity in-
tensity. We run collapsed Gibbs sampling of SECC using

1http://www-scf.usc.edu/~mizhang/datasets.html (accessed on 20/08/2015)
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Fig. 2: Visualization of signal magnitude, standard deviation feature
for some activity sequence examples and the discovered contexts.
The standard deviation of magnitude is closely related to the type of
activity. For sedentary activity (sitting), the std feature is close to 0.
The higher intensity of activity reflected by higher std feature. Three
discovered activity contexts (represented by normal distributions) are
plotted in the right pane. These contexts are closely related to the
intensity level of activity.

110 iterations including a burn-in period of 10 iterations. We
report the results using the last Gibbs sample that includes 3
activity contexts and 4 activity groups. The activity contexts
estimated by our SECC model are visualized in the right pane
of Fig. 2. Context 1 has the mean µ1 ≈ 0.0076 and the
variance σ2

1 ≈ 0.0001 representing the data points around 0. It
can be seen that the data points of sedentary activities belong
to this context. Context 2 has the mean µ2 ≈ 0.3423 and the
variance σ2

2 ≈ 0.0096. This context includes the data points
of walking sequences, thus it represents the medium intensity
group. Context 3, which has the mean µ3 ≈ 1.1025 and the
variance σ2

3 ≈ 0.1011, represents the high intensity activities
and include the data points of running and jumping activities.

In addition to the activity contexts, our SECC model extracts
the clusters of activity sequences at the same time. The
confusion matrix between ground-truth activity groups and the
clusters inferred by our SECC model is plotted in Fig. 3d.
It can be seen clearly from this figure that the clusters of
sequences learned by our SECC model are almost matched
with the ground-truth groups of activities.

To obtain baseline results, we apply two approaches: k-
means and HDP+AP [13]. As the sequence lengths are variant,
we extract a fixed number of features from these sequences
to apply k-means. We use two features, the mean and stan-
dard deviation of the intensity sequence. To eliminate the
effect of feature scale, we normalize them using the min-
max normalization (subtract the value to min and divide it
by max − min). Both features range from 0 to 1 after this
normalization. We test k-means with two values of k, k = 3
and k = 4. The confusion matrices between ground-truth
groups and the clusters inferred by k-means are visualized in
Fig. 3a and Fig. 3b. In these figures, it can be seen that the
confusion matrix obtained by k-means is not as clear as that
obtained by our SECC model and it tends to be worse when
k is increased. In fact, the number of clusters is not always
available and difficult to be decided. Moreover, k-means can



Cluster

A
c
ti
v
it
y

Confusion matrix: k−means, K = 3

350

2 341 7

14 126

1 2 3

1

2

3

(a) k-means with k = 3

Cluster

A
c
ti
v
it
y

Confusion matrix: k−means, K = 4

350

1 306 2 41

96 44

1 2 3 4

1

2

3

(b) k-means with k = 4

Cluster

A
c
ti
v
it
y

Confusion matrix: HDP + AP

330 3 9 8

350

5 135

1 2 3 4 5

1

2

3

(c) HDP+AP
Cluster

A
c
ti
v
it
y

Confusion matrix: SECC model

339 9 2

348 2

5 135

1 2 3 4

1

2

3

(d) SECC

Fig. 3: Confusion matrix between ground-truth groups and discovered clusters obtained by various methods: k-means, HDP+AP, and SECC.
Each row corresponds to a ground-truth group of activity and each column is an inferred cluster. The figure in each cell is the number of
matched sequences between the ground-truth groups and the discovered clusters.
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Fig. 4: A comparison of activity clustering performance obtained
from the USC-HAD dataset.

only discover the clusters of activities without providing any
information about the activity contexts at the data point level.
Our model, in contrast, can extract both activity contexts and
activity clusters in one unified inference process.

Another baseline method is obtained by running the
HDP+AP approach using the same setting as [13]. This
baseline results in 3 activity contexts and 5 activity clusters.
The activity contexts obtained by HDP model are similar to
those obtained by our SECC model plotted in Fig. 2. The
confusion matrix between ground-truth activity groups and the
clusters learned by HDP+AP approach is plotted in Fig. 3c. In
this result, the sedentary group is more fragmented than that
obtained by our SECC model.

We further quantitatively evaluate the performance using
standard clustering evaluation metrics including F-score, pu-
rity, normalized mutual information (NMI), and Rand-index
(RI). A comparison of these metrics obtained by the inves-
tigated methods on the USC-HAD dataset is visualized in
Fig. 4. It can be clearly seen that k-means’ performance
reduces as we increase the number of clusters. In general, the
number of clusters is not always available and might grow over
time. Thus any algorithm that uses a fixed number of clusters
might not be suitable for this problem. The HDP+AP and
SECC model can discover the number of cluster automatically,
thus their performance is better than k-means. Moreover, our
SECC model performs a unified inference process to determine
both levels, activity contexts and clusters, at the same time.
Therefore, it can infer a more suitable answer for both levels.

We use the USC-HAD dataset in this experiment to verify
the results of our model as well as provide some quantitative
evaluation. However, in a real world scenario, segmenting the
activity data into single-activity sequences might not be an
easy task and thus an activity sequence might include more
than one activity. In this case, our SECC model can be used

to monitor the activity contexts over time and find the clusters
of activity sequences. We can find the periods of time that
a user performs the similar chain of activities. If we look at
user community level, our model can further be used to find
the activity contexts and the communities of users that have
similar context distribution.

B. Simultaneous Extraction of Proximity Contexts and Com-
munities from Bluetooth Data

In this experiment, we demonstrate our SECC model in
extracting the proximity contexts and the communities of users
that have similar proximity behaviors simultaneously from the
Bluetooth data of the Reality Mining dataset [3].

1) The Reality Mining Dataset: Reality Mining [3] is a
dataset collected at the MIT Media Lab during the school
year in 2005. There are about 100 participants, each equipped
with a mobile phone to collect a wide range of informa-
tion including phone calls, SMS messages, cell tower, and
surrounding Bluetooth devices. In this paper, we focus on
extracting the proximity patterns and communities, thus we
use the Bluetooth signals. Every 5 minutes, the phone scans
for surrounding Bluetooth devices, including other phones,
and record the MAC addresses of the presented devices. To
discover the proximity patterns from such records, we organize
the data in the form of proximity vectors. For every ten-minute
interval, we construct a vector for a user if her phone detects
other phones. The values in each vector indicate the proximity
status of relevant users with the vector owner. The value is 1
if the relevant user is detected and 0 otherwise. The owner’s
value is always 1 indicating her self-proximity. We organize
the vectors of each user into a set data points.

In addition to the data collected from the phones, this dataset
also includes some survey information including the affiliation
labels. These labels relatively reflect the typical locations of
participants and also the proximity behavior of participants,
thus we use this information as the ground-truth to evaluate
the communities detected by our model. We eliminate the
users without affiliation and the groups that have less than
2 members, resulting 8 groups of 69 users. Thus, each data
point described above is a 69-dimensional vector. There are
totally 149,915 data points distributed in 69 sets.

2) Results from the Reality Mining Dataset: We use such
Bluetooth data to demonstrate our SECC model in simulta-
neously extracting the proximity patterns and the user com-
munities that have similar proximity behaviors. We model



TABLE I: Visualization of 11 important proximity contexts obtain by
our SECC model on the Reality Mining data. The second column is
word-cloud representing the participation of the users to the contexts.
The third column visualizes the ground-truth groups whose weights
are the sum of weights of its members in the contexts.

Context ID User tagcloud Group tagcloud

1

2

5

6

9

10

12

13

15

18

24

the proximity vectors as random draws from a mixture of
multinomial distributions. We run Gibbs sampling of SECC
model on this data using 650 iterations including a burn-in
period of 50 iterations and report the result using the last
Gibbs sample. The model infers 27 proximity contexts and
10 communities. Some of the 27 contexts are less important
than the others in the sense that they are rarely assigned to the
data points. Of those 27 proximity contexts, 11 contexts were
assigned to 136, 406 data points, equivalent to about 91% of
the whole dataset.

Each context, which is represented as a multinomial distri-
bution, showing the participating level of the users to such con-
text. Two users that have high weights in the same distribution
are usually in proximity in the corresponding context. We use
the weights of the multinomial distributions to plot the word-
cloud and visualize 11 significant contexts in Table I. The
second column of the table is plotted using the multinomial
distributions of the patterns over the users. The third column
is the distributions over the affiliation groups whose weights
are computed as the sum value of the users belong to such
groups in the corresponding context. For example, there are
two dominant users in context 2 and they possess almost all
the weights of that topic. This means that they are usually in
proximity to each other. This is consistent with the ground-
truth as they are both masfrosh students. The similar situation
can be seen in topic 6 in which two users of ML-grad group
are dominant. The two topics 9 and 18 are also interesting
as they include only the sloan members. This is because the
Sloan business school is located separately to the MIT Media
lab and the users of this school are usually in proximity with
the others of the same school. On the other hand, the remaining
topics are the mixture of the affiliation groups of Media lab.
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(b) Context indicator over time of user 67.

Fig. 5: Visualization of context indicators (zji) over time of two users
inferred by our SECC model. The word-cloud of contexts are attached
to the right of the plots. For each user, we select a short period of time
to visualize. Each dot represents the context that the user currently
belong. User 23, who is a sloan member, alternatively joins context 9
and 18, which are two contexts of sloan. User 67, who is a ML-grad
student, alternatively joins contexts 6, 10 and 15 (context 3 appears
infrequently and can be seen as noise).
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Fig. 6: Visualization of clusters extracted by the SECC model on
Reality Mining dataset. The connection between a participant node
and a cluster node indicates that such participant belongs to the
corresponding cluster. The color of the node indicates the affiliation
label of the corresponding participant, except the cluster nodes.

This result is consistent with that presented in [13].
In addition to the contexts as described above, our SECC

model provides the context indicators for each data observation
(or proximity vector). This indicator is presented as zji in
Fig. 1. We visualize two examples of context indicators over
time in Fig. 5. The first example is of user 23, who is a
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Fig. 7: A comparison of performance metrics obtained from the
Bluetooth data of Reality Mining dataset.

sloan member. He alternatively joins contexts 9 and 18, which
are both sloan contexts (cf. Table I). The second example is
user 67 who participates in three main contexts, 6, 10 and 15,
respectively. In a real world scenario, these indicators reveal
the social contexts of the users.

Besides the proximity contexts, our SECC model can dis-
cover the communities of users that have similar behaviors at
the same time. This information is presented as the cj label of
the document j indicating the community that such participant
belongs to (c.f. Fig. 1). Using these discovered labels, we
visualize the users into groups in Fig. 6. In this figure, the
users of sloan and masfrosh groups are separated well in two
groups C1 and C5 while the remaining groups are the mixtures
of MIT Media Lab members.

Finally, we evaluate the performance of our model using the
affiliation labels as ground-truth. The performance is evaluated
using standard metrics in unsupervised learning including F-
score, purity, NMI, and RI. In addition to the performance
of HDP+AP approach obtained from [13], we report two
more baseline methods, the affinity propagation (AP) [7] and
k-means. For these baseline methods, we construct a count
vector for each user by summing all of his proximity vector
as described above. Normalizing these count vectors to make
the sums equal to 1, we can consider them as the multinomial
distribution over all users. Therefore, we use Jensen-Shannon
divergence as the distance metric to cluster them.

We present the comparison of the performance metrics in
Fig. 7. Due to this comparison, the SECC model and the
HDP+AP approach are in par. These two methods outperform
other clustering methods (AP or k-means) in most metrics,
except AP has the highest purity score. Note that the AP
algorithm on raw feature discovers 12 groups.

To sum up, our SECC model can simultaneously extracting
the proximity contexts and the communities at the same
time. The quality of the contexts discovered by our model
is equivalent to those of the HDP model. The community
detection performance of our SECC model is marginal to those
of HDP+AP and better than those obtained by the clustering
methods on original data.

C. Simultaneous Extraction of Location Contexts and Com-
munities from WiFi Data

By scanning for surrounding WiFi access points, a mobile
phone can reveal its rough location even without the training
fingerprint data or the locations of access points. Two WiFi
scans that include a common subset of access points have
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Fig. 8: A comparison of performance on location context discovery
from the WiFi data of StudentLife dataset.

a high chance to be recorded at the same location. In this
experiment, we aim to find the clusters of WiFi scans and
consider each cluster as a location context. We use the WiFi
data from the StudentLife dataset [19] for this experiment.

1) The StudentLife Dataset: The StudentLife dataset2 [19]
was collected from 48 students of Dartmouth College during
10 week spring term in 2013. The aim of the project was to
use data sensed by students’ mobile phones to assess their
mental health, academic performance and behavior trends.
Using this dataset, we focus on the WiFi data to detect users’
location contexts. The phones frequently scan for surrounding
WiFi access points and record the timestamp, MAC address
and RSSI. The locations of users (at the building granularity)
were inferred based on the WiFi scans and the access point
deployment information obtained from Dartmouth Network
Service. However, the access point deployment information
is not shared publicly in the dataset. Therefore, we use the
locations of the WiFi scans provided in the dataset as the
ground-truth to evaluate the discovered location contexts. For
evaluation purpose, we eliminate the scans that do not have
ground-truth location. We also eliminate the access points that
are presented infrequently to obtain 2, 235 access points and
more than 1.7 million scans from 49 users.

2) Results from the StudentLife Dataset: For each WiFi
scan, which might include multiple access points, we construct
a binary vector indicating the presence/absence of the access
points. We model these binary vectors as random draws from
a mixture of multinomial distributions and apply our SECC
model to infer both location contexts of the WiFi scans and
the communities of users that have similar location context
distribution. Our SECC model infer 32 location contexts and
15 communities. As we could not find any relevant information
about user grouping in the dataset, we only evaluate the per-
formance of location context discovery using the ground-truth
location provided in the dataset. The performance is calculated
using the standard clustering metrics including F-score, purity,
NMI, and RI. To obtain baseline methods, we run k-means
with two different types of distance (Euclidean and Hamming),
and the HDP model. We compute the performance metrics on
the contexts of each users separately and report the mean and
standard deviation of the metrics in Fig. 8. It can be seen in this
figure that the HDP and SECC models outperform k-means in
detecting the location contexts. More importantly, our SECC
model can extract both location contexts and communities in
a unified inference.

2http://studentlife.cs.dartmouth.edu/ (accessed on 15/09/2015)



V. DISCUSSION

Although achieving the same goal, our SECC model ad-
vances the HDP+AP approach [13] in several ways. First, our
SECC model requires only three hyperparameters, γ, α, and
v (cf. Fig. 1), while HDP+AP approach requires two concen-
tration parameters for HDP, and the seeds and the number
of iterations for AP. More importantly, all hyperparameters
in our model can be further sampled during the inference
process, making the results to be less dependent on their
input values. AP’s input parameters, in contrast, are fixed
and strongly influence the clustering performance. Second, in
[13], the context discovery and community detection steps
are decoupled and conducted sequentially. In this way, the
communities detected by AP play no role in inferring the
contexts. If the context representation discovered by HDP is
found to be unsuitable for community detection (e.g. clustering
performance is low), the whole process must be repeated and
this is a time consuming process. Third, the performance of
clustering algorithms (including AP) highly depends on the
distance metrics, while our model represents the contexts and
communities as probability distributions with the parameters
to be estimated through a statistical process. Fourth, our SECC
model combines both steps in a unified model. This unified
approach has been proved to outperform decoupled approach
(e.g. HDP+AP) on the data that have clustering characteristics
at multiple levels, such as topics and document clusters in
text mining [14]. These multi-level clustering characteristics
also exist in pervasive computing datasets as demonstrated in
this paper. However, pervasive datasets collected in the wild
normally come with a degree of uncertainty on ground-truth,
and this uncertainty might lead to the marginal performance
between our SECC model and the HDP+AP approach. Finally,
our model requires less effort in designing and conducting the
experiments, thus it is easier for researchers in the community
to apply to their work.

Our SECC model is useful in many cases, including
community detection, recommendation systems, and anomaly
detection. It is directly applicable for community detection, as
demonstrated in the experiments. Although existing wireless
technology, such as Bluetooth, enable proximity among the
users in a community to be computed [3], it is not trivial
to determine whether a pair of co-located users are in the
same community or just passing strangers. It is even more
difficult to point out the communities of users that have
similar behaviors. Our model is also useful for recommenda-
tion systems, which usually require user profiles or historical
context behaviors as input for the recommendation model. The
extracted contexts associated with each community are useful
for personalizing recommendation. The SECC model can also
be extended for anomaly detection, since contextual patterns
that are discovered can assist in detecting abnormal behaviors.
These application cases can be found in several domains, such
as in health-care, infrastructure and city monitoring. It might
help city managers, or decision and policy makers to plan for
and manage the resources, monitor their assets, and provide
actionable knowledge about their organizational dynamics. It
also enables better monitoring of client behaviors in smart
environments, such as in smart home or aged care settings.

VI. CONCLUSION

We have presented the SECC model for simultaneous ex-
traction of contexts and communities from pervasive signals.
Our model adapts the theory of nested Dirichlet process
(nDP) with two new innovations: allowing the contexts to
be shared along communities and deriving a stick-breaking
representation from which Gibbs sampling was proposed. It
can extract both levels of information in one inference process,
offering the ability of tuning both levels together and obtain the
best results. We validate the model on three different datasets
to obtain meaningful patterns at both levels. Our model can
obtain comparable performance to the HDP+AP approach and
outperforms other clustering baseline methods.
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