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Genetic Programming for Channel Selection
from Multi-stream Sensor Data with Application

on Learning Risky Driving Behaviours
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Abstract. Unsafe driving behaviours can put the driver himself and
other people participating in the traffic at risk. Smart-phones with built-
in inertial sensors offer a convenient way to passively monitor the driving
patterns, from which potentially risky events can be detected. However,
it is not trivial to decide which sensor data channel is relevant for the task
without domain knowledge, given the growing number of sensors readily
available in the phone. Using too many channels can be computationally
expensive. Conversely, using too few channels may not provide sufficient
information to infer meaningful patterns. We demonstrate Genetic Pro-
gramming (GP) technique’s capability in choosing relevant data channels
directly from raw sensor data. We examine three risky driving events,
namely harsh acceleration, sudden braking and swerving in the experi-
ment. GP performance on detecting these unsafe driving behaviours is
consistently high on different channel combinations that it decides to
use.

Keywords: feature selection, channel selection, Genetic Programming,
risky driving behaviours

1 Introduction

Most road accidents are caused by human error with the highest accident risk
group being young male drivers under 25 [1] coupled with those impaired by
alcohol or other drugs [2]. This group is known for risk-taking either due to in-
experience, peer pressure or sensory and mental degradation. Most drivers, even
those in the groups given, do not want to crash, and will take evasive manoeu-
vres to avoid a collision. These groups consequently are much more likely to put
themselves into dangerous situations by driving inappropriately on road condi-
tions, most commonly speeding. To be specific, risky driving behaviour involves
the practice of a set of risky manoeuvres. Within the scope of this paper, we
however refer to risky driving event or behaviour interchangeably as being devi-
ated from normal driving behaviours. Typical risky driving can be characterized
by a pattern of sudden braking, swerving and excessive acceleration. We address
these risky driving events in this study. The potential of this research is however
open to classifying other driving events as well.
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An onboard inertial measurement unit, or IMU, can provide a data rich
enough to classify this behaviour. They are however expensive and require ex-
tra installation. We find smart phones a much better option for these reasons.
Smartphones with built-in sensors are ubiquitous and affordable these days. They
come with many standard built-in sensors, originally driven by user experience.
For this study we have chosen to use the iPhone5 as it is one the most popular
smartphones in Australia. We solve the problem using the sensors in this phone
alone.

The iPhone5 comes with three built-in sensors: accelerometer, gyroscope
and magnetometer, each with three channels representing three orthogonal axis.
These sensors therefore collectively offer nine channels of data, from which an-
other twelve channels can be derived. The continuous reading of data provided
by each sensor over time provides a collection for observation, which is a time
series. As data is coming from more than one channel, so-called multi-channel
time series, the task of detecting risky driving behaviours can be considered a
multi-stream time series classification. Mining of this data stream can provide
interesting information. This sensor data is very close and relevant to motion
caused by abnormal manoeuvres. For example, the accelerometer reads user ac-
celeration and gravitational acceleration. The gyroscope measures the rotation
rates and angles of the device, which are clear indications of the vehicle turn
movement. An advantage of this approach is that the data is readily available
and the device can conveniently travel with the driver all the time, hence, being
handy and intrusive.

Traditional approach requires a good feature sets or sometimes manually
designed complicated mathematical model. Finding a good set of features for
this particular problem is not straightforward. A suitable feature set for one
type of risky driving event may not be relevant to another type. Moreover,
deciding which channels to use out of 21 data channels available on the iPhone
is not easy. Both of these tasks require domain knowledge. In this study, we
leave this task for GP to handle automatically. On the one hand, traditional
machine learning algorithm may not be suitable for time series data because they
ignore the temporal dependency between data points. On the other hand, most
techniques developed for time series classification only concerns single stream
time series, hence, do not handle multi-stream time series effectively.

This study is the development of our preliminary work on detecting risky
driving behaviours [3], in which we established that this problem can be well rep-
resented as a time series classification problem and that GP is a good approach.
Our GP-based methodology works directly on raw sensor data in a supervised
learning manner without any explicit feature extraction. In this study, we focus
on exploring the capability of GP in data channel selection. Our research gives
insight into the question: Can GP choose relevant sensor reading channels for
learning risky driving behaviours?
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2 Related Work

Intelligent transport system has been an active area of research. Many stud-
ies have been done on modelling, classifying and predicting driver behaviour
for better road safety. Based on data for analysis, most of these studies fall
into vision-based approach, sensor-based approach or a mixture of two. Hidden
Markov models (HMM), a popular stochastic tool for studying time series data,
is one of the favourite techniques in this problem domain. HMM is a borrowed
technique from speech recognition research. It is naturally suitable for driver
behaviour analysis due to the capability to model stochastic events over time.

Lee et al. identifies driving patterns from the machine vision point of view [4].
Their system uses two cameras, one to capture the driver’s image and the other
to capture the front road image. From these pictures, the orientation information
such as the car heading direction, the driver’s sight line and the lane path can
be obtained and mapped, which facilitates the calculation of the driver and lane
correlation coefficients. HMM is used to train the sequences of lane correlation
coefficients. Their system can recognize four common driving patterns: driving
in a straight lane, driving in a curve lane, driving of changing lanes and driving
of making a turn. It works reasonably well in ideal conditions but does not
generalize well to some real world scenarios. For example, the lane path detection
can suffer from traffic letters and signs painted on the road. Also, the system
fails the case when the car stands for traffic light or briefly stops before making
a turn.

Mitrovic [5] uses discrete HMM to develop a driving event recognition system.
The results shows that HMMs could accurately and reliably recognize various
driving events. The data he used was collected from real vehicles in normal
driving conditions through a number of sensors. These are accelerometers, air-
bag sensor, and the GPS receiver as a velocity sensor. The limitation of this
approach is that data has to go through pre-processing (filtering and normal-
ization, waveform segmentation, vector quantization, and event segmentation).
Also, the author had to probably put a lot of effort into manually marking
hundreds of events for training, which is time consuming.

Imkamon et al. [6] propose a system to detect hazardous driving behaviour
using fuzzy logic. Their system measures the unsafe behaviour from three per-
spectives. The first is the passenger’s point of view, for this they use an ac-
celerometer mounted to the passenger’s seat to detect heavy jolts caused by
sudden turn or brake. The second is the driver’s point of view, for which they
use a camera mounted on the car’s console to emulate the driver’s vision. The
third perspective is the vehicle’s status, for which they use an On-Board Diag-
nosis II reader to obtain the velocity and the engine speed of the vehicle. All the
data are sent to a fuzzy logic systems for classification, which outputs a driving
risk level ranging from 1 to 3. The test results show that the system can be com-
petitive to human opinion. However, the limitation of this system is day-time
operation requirement due to the constraints of the image processing algorithm
they use.
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Smartphones are ubiquitous today, with sales exceeded those of feature phones
in early 2013.1 Not just a communication tool, they have found their way into
behaviour and activity recognition research. Johnson et al. [7] propose a sys-
tem called MIROAD, that uses Dynamic Time Warping (DTW) algorithm and
smartphone based sensor-fusion to classify driving styles as aggressive or non-
aggressive. The iPhone5 is used to collect sensor data. The fusion of data from
the accelerometer and gyroscope are analyzed. The system can identify correctly
nearly 97% of the aggressive events. They conclude that the combination of three
channels, x-axis rotation rate, y-axis acceleration and pitch are the signals best
suited for DTW algorithm in this problem domain. The limitation of this study
is the requirement of manual feature reduction.

3 Learning a Risky Driving Behaviour Classifier with GP

3.1 GP Methodology

GP needs a way to initialize the population and evaluate the individuals in this
population. Each individual is an executable program tree represented in Lisp
S-expression. Terminal sets and function sets are the ingredients to create the
program trees. Functions fit in the internal nodes (branch) of the tree whilst
terminals can only serve as the outer node (leaf). A GP run is a competitive
search for all the possible combinations of terminal and function sets favouring
the fittest. The programs evolve towards complexity over generations.

3.2 GP Representation

Regarding function set, we use a set of basic arithmetic functions. Apart from
that, three functions are specially designed for multi-channel time series prob-
lem: Window, Temporal Diff and Multi Channel. Function Window samples
data points from a time series for analysis. Function Temporal Diff is similar
to the standard temporal difference function. It can be used by other functions
such as function Window. Function Multi Channel is designed to capture the
dependency between channels. It is very similar to function Window. The differ-
ence is that it operates on data channels rather than data points. The complete
function set is displayed in table IV.

In terms of terminal set, terminal Channel [m] is available to all functions
(m is the index of the channel, which starts at 0). Terminal Temporal-Index and
Temporal-Operation are designed specifically for the function Window. Termi-
nal Channel-Index and Channel-Operation are only for the function Multi −
Channel. More details of our GP representation can be found in [3].

To address the bias towards the majority class, we used AUC (Area under
the ROC (Receiver Operating Characteristics) Curve) as the fitness measure. It
is considered as a better alternative over accuracy for unbalanced data [12].

1 http://www.3news.co.nz/Smartphones-now-outsell-dumb-
phones/tabid/412/articleID/295878/Default.aspx
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Table 1. GP Function Set

Parameter

Function Parameter Type Value

+ 1 Double [DOUBLE MIN,DOUBLE MAX ]

2 Double [DOUBLE MIN,DOUBLE MAX ]

- 1 Double [DOUBLE MIN,DOUBLE MAX ]

2 Double [DOUBLE MIN,DOUBLE MAX ]

1 Double [DOUBLE MIN,DOUBLE MAX]

2 Double [DOUBLE MIN,DOUBLE MAX ]

/ 1 Double [DOUBLE MIN,DOUBLE MAX ]

2 Double [DOUBLE MIN,DOUBLE MAX]

Window 1 Double [DOUBLE MIN,DOUBLE MAX ]

2 Temporal-Index [1, 2window−size − 1]

3 Temporal-Operation AVG, STD, DIF, SKEWNESS

Temporal Diff 1 Double [DOUBLE MIN,DOUBLE MAX ]

Multi Channel 1 Double [DOUBLE MIN,DOUBLE MAX ]

2 Channel-Index [1, 2num−of−channels − 1]

3 Channel-Operation AVG, STD, MED, RANGE

4 Experiment

4.1 Data Sets

Data Collection All data is from one driver controlling the 2006 Mazda 6 in a
real environment. The driver drives normally through most of the sessions with
the occasional performance of an hypothesised unsafe event. Care was taken so
that no actual unsafe conditions were presented to other road users during the
process.

An iPhone application was developed for data recording and labelling is done
in real time. The driver uses voice command to confirm when one of the pre-
registered risky driving behaviours has just occurred. The phone is attached
to the wind-shield throughout the journey. This is to ensure that the phone
is relatively fixed with respect to the car, hence any abnormal in sensor read-
ings actually reflects the driving patterns, not the effects from the phone free
movement.

The Apple CoreMotion Framework provides access to both raw and processed
sensor data. In total there are 21 data channels available (Table 2). 9 channels are
raw readings of the accelerometer, gyroscope and magnetometer (each provides
3 channels in x, y and z axis), from which the other 12 channels are derived. We
sample data 10 times every second.
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Table 2. 21 data channels provided by the iPhone5

Channel No. Channel

1-3 Raw Acceleration X, Y, Z (raw accelerometer reading)

4-6 Gravity X, Y, Z

7-9 User Acceleration X, Y, Z

10-12 Yaw, Pitch, Roll

13-15 Raw Rotation Rate X, Y, Z (raw gyro reading)

16-18 Unbiased Rotation Rate X, Y, Z

19-21 Magnetic Heading X, Y, Z

Data Preparation We consider three risky driving behaviours, namely harsh
acceleration, sudden stop and swerving. For each of these behaviours, we perform
two separate driving sessions, one to collect the training data and one for the
test set. Summary of the data sets used are presented in Table 3. We use all the
21 data channels available from the Apple framework and do not perform any
extra feature extraction.

Table 3. Training set and test set for three types of risky driving behaviours

Training set Testing set

Driving Event Total Positive Negative Total Positive Negative

Harsh Acceleration 1182 12 1170 690 9 681

Sudden Stop 1688 9 1679 947 6 941

Swerving 1206 12 1194 828 6 822

The data is highly unbalanced. The number of positive instances is minor
compared to the massive number of negative examples. This reflects real-life
where in most circumstances a driver does not hit things or have to swerve or
brake suddenly.

4.2 Runtime Parameters

The process is terminated when a solution with 100% accuracy is found or the
50th generation is reached. The best programs evolved are then selected for test-
ing. We favour the program that has both high accuracy and high true positive
rate. This is because we do not want the classifier to miss any risky driving
event whilst a false positive can still be informative. The sliding window of size
12 and step-size of 1 is used to sample data along the y axis. The GP runtime
parameters are listed in Table 4.
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Table 4. GP runtime parameters

Population 1000

Generation 50

Maximum Depth 8

Minimum Depth 2

Mutation Rate 5%

Crossover Rate 85%

Elitism Rate 10%

Number of Runs 10

4.3 Evaluation Metrics

We report the F-score, which is a harmonic balance of precision and recall. This
is to take into account the imbalance aspect of the data, for which, accuracy
is not a suitable metric. A classifier that declares all the instances to be of the
majority class can still achieve high accuracy even though it fails to detect any
risky driving event. On the other hand, with F-score, the technique is heavily
punished for false alarm and mis-detection. We also report true positive rate and
true negative rate.

4.4 Experiment Design

All the experiments are done in a binary classification setting. We use the strat-
egy one-vs-all, where a single classifier is trained per class to distinguish that
class from the rest.

GP-21-channels We train GP on raw sensor data of the full 21 channels. We
call this experiment GP-21-channels.

GP-selected-channels We analyse the best classifiers evolved from GP-21-
channels to see which channels GP picked up for each individual task. We then
re-train GP on these selected channels only. We call this experiment GP-selected-
channels.

GP-9-channels We manually select 9 data channels that we think are relevant
to the problem at hand and train GP on these channels only. The nine channels
selected here are: Channel 1-3, 10-12 and 19-21. The motivation behind this
selection is as follow. The choice of channel 1-3 (raw accelerometer reading)
represents domain knowledge involvement. In the past, most driving pattern
recognition systems have used data from the accelerometers only. The inclusion
of channel 10-12 (yaw, pitch, roll) and 19-21 (magnetic heading) is considered
noisy elements. When we visualize the data, we notice the pattern of swerving



8 Lecture Notes in Computer Science: Authors’ Instructions

is hardly observable. However, if we remove the six channels mentioned above,
the pattern stands out. We would like to investigate if GP can choose relevant
features whilst ignoring the irrelevant input. We call this experiment GP-9-
channels.

4.5 Result

Table 5 displays the test result of the GP classifiers. In experiments with three
different data versions, GP manages to detect all targeted risky driving be-
haviours (100% TPR). Even though both the TPR and TNR are reasonably
high (above 90%), the F-score gives varying performance. This is because the
data is highly unbalanced as illustrated in Table 3. GP achieves 0 false negative
but is punished heavily by a false alarms. Note that the number of false alarms
is minor given the rareness of the positive class.

Table 5. Test result for GP trained on 21 channels, GP trained on channels previously
selected by GP-21-channels and GP trained on 9 manually selected channels.

GP-21-channels GP-selected-channels GP-9-channels

Harsh acceleration F-score 54.54% 21.95% 60.00%
TPR 100% 100% 100%
TNR 97.76% 90.05% 98.20%

Sudden stop F-score 80.00% 75.00% 25.53%
TPR 100% 100% 100%
TNR 99.68% 99.56% 96.23%

Swerving F-score 60.00% 60.00% 85.71%
TPR 100% 100% 100%
TNR 99.01% 99.01% 99.75%

For purpose of comparison, we test some popular machine learning algorithms
on the same data sets tested with GP. We use the Weka implementation of these
classifiers and keep default configuration settings. They are Random Forest,
Näıve Bayes, k-Nearest Neighbour (IB1), Support Vector Machine (SMO) and
AdaBoost. We use the sliding window of size 12 to sample the data, the same
with the window size used by GP. The result is displayed in Table 6. Overall, all
Weka classifiers perform poorly on the three recognition task. They fail to detect
actual unsafe driving events and tend to classify every instances as negatives.

For all the experiments, the performance of GP is reliably consistent. In
all cases, GP successfully detects all risky driving events. This is not the case
with other traditional classifiers. Their performance is low in general and quite
sensitive to dataset (channels) used. The number of positive instances identified
is quite low. The classifiers obtain high accuracy mainly due to the bias toward
the majority class.
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Table 6. Test result of 5 traditional classifiers: Random Forest, Näıve Bayes, k-Nearest
Neighbour, Support Vector Machine and AdaBoost

21 original channels

R. Forest Näıve Bayes kNN SVM AdaBoost
Acceleration F-score 30.07% 7.36% 33.33% 0.00% 0.00%

TPR 22.22% 66.70% 33.30% 0.00% 0.00%
TNR 99.70% 77.90% 99.10% 99.90% 100%

Sudden stop F-score 0.00% 0.00% 0.00% 0.00% 0.00%
TPR 0.00% 0.00% 0.00% 0.00% 0.00%
TNR 100% 100% 100% 100% 100%

Swerving F-score 28.57% 19.23% 61.53% 0.00% 18.00%
TPR 16.70% 83.30% 66.70% 0.00% 16.70%
TNR 100% 94.90% 99.60% 98.50% 99.80%

Channels selected by GP trained on 21 original channels

R. Forest Näıve Bayes kNN SVM AdaBoost
Acceleration F-score 0.00% 6.45% 35.29% 0.00% 33.33%

TPR 0.00% 55.60% 33.30% 0.00% 22.20%
TNR 100% 78.90% 99.30% 99.90% 99.90%

Sudden stop F-score 0.00% 0.00% 0.00% 0.00% 0.00%
TPR 0.00% 0.00% 0.00% 0.00% 0.00%
TNR 100% 100% 100% 100% 100%

Swerving F-score 0.00% 12.30% 20.00% 18.18% 0.00%
TPR 0.00% 66.70% 16.70% 16.70% 0.00%
TNR 100% 93.20% 99.60% 99.50% 99.80%

9 channels manually selected based on the domain knowledge

R. Forest Näıve Bayes kNN SVM AdaBoost
Acceleration F-score 0.00% 7.27% 31.57% 0.00% 0.00%

TPR 0.00% 66.70% 33.30% 0.00% 0.00%
TNR 100% 77.60% 99.00% 99.30% 100%

Sudden stop F-score 0.00% 80.00% 60.00% 0.00% 80.00%
TPR 0.00% 66.70% 50.00% 0.00% 66.70%
TNR 100% 100% 99.90% 100% 100%

Swerving F-score 25.00% 18.18% 52.63% 0.00% 40.00%
TPR 16.70% 100% 83.30% 0.00% 33.30%
TNR 99.90% 93.30% 99.00% 100% 99.80%
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5 Discussion

5.1 GP’s Capability in Channel Selection

The less channels used to fulfil the task, the better it is for the following reasons:

– It is directly translated into less computational cost.
– It is easier to analyse the program evolved.
– It gives insight into the time series pattern.

Selecting the relevant channels from multi-stream sensor data requires do-
main knowledge of the problem at hand. Instead of turning to a human expert,
we delegate this task to GP. Our experiment result has shown that GP is se-
lective in choosing which data channel to use for detecting each risky driving
behaviours.

Table 7 shows the number of channels GP actually selected out of all the
channels given. In all cases, we notice the GP-evolved program do not use all
channels that it was given (trained on). The classifier for sudden stop is a good
example. It uses only 4 channels when given 21 channels. It uses only 2 channels
when given 4 channels. It uses only 1 channel when provided 9 channels.

Re-training GP on channels selected by the previous GP training proves to
be beneficial. When trained on channels selected by GP trained on the original
full set of 21 channels, GP only needs to use 2 channels to handle each detecting
tasks. Still, it does not miss any unsafe driving event and report little false
alarms.

Table 7. Number of channels GP selected out of the number of channels GP was given

GP Training Harsh Acceleration Sudden Stop Swerving

GP-21-channels 12 out of 21 4 out of 21 5 out of 21

GP-selected-channels 2 out of 12 2 out of 4 2 out of 5

GP-9-channels 6 out of 9 1 out of 9 7 out of 9

5.2 Analysis of the GP-evolved Programs

The output of each GP classifiers is a numerical value. The program takes reading
from sensor channel, do come calculation. Each evolved program comes with
a threshold. The program output is then compared with this threshold. The
discrimination threshold is chosen to be the closest point from the AUC curve to
the optimum curve. If the output is greater than the threshold, the risky event is
confirmed. If it is less than the threshold, the risky event is negative. Examples
of GP-evolved classifiers are shown in Figure 1.

The lest number of channels selected belongs to GP-selected-channels. It only
needs 2 channels for each classification task. For harsh acceleration, it is x-axis
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gravity and y-axis gravity. For sudden stop, it is y-axis user acceleration and z-
axis user acceleration. For swerving, it is x-axis raw acceleration and y-axis raw
rotation rate. The number of channels used is less than all other cases, except
for GP-9-channels on sudden braking. It needs only 1 channel, which is z-axis
raw acceleration.

The choice of this single channel for observing braking patterns indicates
there is a pattern of this data channel associated with sudden stop behaviour.
The use of z-axis raw acceleration to detect sudden stop makes sense in reality.
When a harsh brake happens, the car is decelerating. Everything in the car will
tend to stay in motion in accordance with Newtonian physics. There is also a
second effect, which is the air imbalance between the front and the back of the
car. This will push people and everything in the car backward. However, the
first effect is bigger. Consequently, when a car is braking, anything goes forward
in the car if the density of the object is greater than air. As a result, the phone
will move forward because of its inertia. This causes the changes in the z-axis of
raw accelerometer reading.

[1] Sudden Acceleration

(d/ (Window toper-STD tid-438 Channel_3) (Window toper-

DIF tid-1631 (dDiff Channel_2)))

[2] Sudden Braking

(Window toper-STD tid-39 (d- (d- (Multi_Channel soper-STD vid-6) 1) Channel_2))

[3] Swerving

(d+ (d* (d+ Channel_0 Channel_0) Channel_4) (Window toper-

STD tid-3116 Channel_0))

Fig. 1. Best Programs Evolved for Three Tasks with GP-selected Channels Data

6 Conclusion and Future Work

We have shown that Genetic Programming is capable of selecting relevant time
series channel for detecting risky driving behaviour task. The problem is chal-
lenging due to the stochastic nature of different driving events, the need to find
suitable feature set and select relevant data channels. We trained GP on the full
set of 21 raw channels, channels that it previously selected and on 9 manually
selected channels. We found that GP always choose less data channels than it is
given. Still, its performance is consistently high. On all three tasks, GP achieves
100% true positive rate and low false alarms.

We tested 5 traditional classifiers on three versions of the same data set: the
original version, the GP-selected channel version and the 9 manually selected
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channel version. We found the performance is not consistent and low in general.
Most of the time, the classifier obtain high true negative rate but fail to detect
instances of the rare class, which is the risky driving event.

Future work would be as follows. We would like to obtain a richer and more
comprehensive data set for training and testing. We would also like to investigate
alternatives to extract the knowledge learnt by GP for better feature selection
and channel selection.
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