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Abstract. Road intersections have become the places of high road incidents and 
car collisions. Our hypothesis is that a system can be made aware of dangerous 
situations at road intersections and warn drivers accordingly. Moreover, over 
time, the system can learn (or re-learn) such “patterns” of danger for specific 
intersections given a history of rich collision data collected via sensors (that 
exist today). Based on the assumption that such a history of sensory data about 
colliding vehicles can be obtained, we show useful patterns that can be 
extracted. This paper presents our framework for intersection understanding, 
presenting simulated results suggesting that a fragment of the world (i.e. 
intersections) can be more deeply understood by mining appropriate sensor 
data. The simulated environment of the road intersections forming the basis of a 
real-world implementation and testing of the framework are discussed here. The 
recent results of mining traffic and collision data generated by the simulation 
are also included in this paper. 

1   Introduction 

The rate of fatalities of road intersection collisions has not significantly changed in 
more than two decades, regardless of improved intersection design, innovation of 
vehicles, and more sophisticated Intelligent Transportation System (ITS) technology 
[1]. Intersections are among the most hazardous sites on U.S. roads. The statistic of 
crashes in the year 2002 in the USA reported that 50 percents of all reported crashes, 
approximately 3.2 million crashes, were intersection-related [1]. 22 percents of the 
total fatalities on the road, which was 9,612 fatalities, and roughly 1.5 million injuries 
and 3 million collisions, happened at intersection surroundings [2]. The high accident 
and fatality rate in intersections is chiefly determined by the complexity at each 
intersection.  

Currently, collision warning systems mostly only react to events that might cause 
collision [3]. However, intersection collision warning systems should also be able to 
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analyse physical situations and proactively learn about the intersection from historical 
data and events, acquired via sensors. Indeed, since sensor technology in Intelligent 
Transportation Systems (ITS) has advanced in the past few years, a considerable 
amount of data from in-vehicles and roadside sensors can be feasibly collected and 
exploited through data analysis techniques that use the appropriate algorithms. 
Effective algorithms can facilitate better understanding of data, better ways to execute 
tasks, or improve performance [3]. Questions then arise: what kind of data should be 
considered, and what analysis can be done to such data to provide useful information 
about an intersection to help reduce intersection incidents? We address these 
questions, in part, in this paper. The broader question about smart worlds that we 
touch on here is: what situations of (a part of) the physical world should and can be 
automatically understood, and what data can be acquired, and how can such data be 
processed, in order to recognize, and subsequently react to, such situations?  

In order to comprehend driver behaviors for uses in safety applications, simply 
relying on raw conventional sensor data, such as from ground loop sensors installed 
on the road, is insufficient, as data analysis techniques is necessary to extract 
significant traffic parameters [4]. For example, in implementing intersection safety 
solutions, monitoring the speed, location, and movement of each vehicle is essential. 
Two scenarios are analyzed in [4]: firstly, left turn across path subject vehicles versus 
other vehicles from opposite direction; secondly, red light running and dilemma zone.  

Data mining is the development of methods and techniques for making sense of 
data by pattern discovery and extraction [5]. There have been a number of projects on 
data mining in the area of Intelligent Transportation Systems (ITS), such as for 
driver’s behavior recognition, traffic optimization, and incident detection [3]. 
Pantheon Gateway Project mined real time highway data from traffic sensors which 
accumulates to 173,000 sensor readings every day being added to the database. The 
purpose of this research is to detect real time changes in traffic conditions (speed, 
volume, occupancy). Using a tree-based classifier, the condition change is further 
analyzed to detect the cause of it, which can either be weather related, accident, 
special events, or road construction [6]. Therefore, traffic condition changes can be 
detected in real-time based on the learnt traffic patterns. However, existing works of 
data mining for road safety in ITS are mainly done for highway safety [6], [7], [8], 
[9]. Although data mining has been effectively used for extracting useful knowledge 
from data storage, the advances in sensor technology have resulted in a large amount 
of sensor data to be understood. Therefore, it is not practical to store real-time sensor 
data for later processing. Preferably, data processing should be done on the streams of 
sensors data, not on sensors’ data storage. Also, development of small devices 
encourages research of data mining on small devices rather than on huge superpower 
computer. Ubiquitous Data Mining (UDM) techniques can be used to analyse data 
streams to discover useful knowledge such as patterns and associations on mobile, 
embedded, and ubiquitous devices [5]. UDM has been used in ITS to monitor a 
vehicle’s health and driver’s characteristics and to identify drink driving behaviours 
[3]. We use UDM techniques in our framework. 

By learning from historical data of collisions and near-collision events and traffic 
data, improved detection, automatic adaptations, and improved reactive behaviour can 
be achieved, since the learning results are incorporated into the knowledge base of the 
collision warning system. The system can then gain a better knowledge of the 
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intersection over time for better crash prediction. We have proposed and implemented 
the Ubiquitous Intersection Awareness (U & I Aware) framework (Fig. 1) [3], which 
aims to achieve holistic situation recognition at road intersections. We have 
established the initial simulation scenarios, described our implementation of a 
mathematical based collision detection algorithm and initial data mining results [3]. 
This paper elaborates the simulation further and explains the late results of our data 
learning. Section 2 discusses the intersection simulation built for the purpose of 
generating a resembling real-world data. Section 3 discusses the results obtained so 
far from the learning of collision and traffic data. Section 4 concludes the paper. 

 

Fig. 1. U & I Aware Framework 

2   Simulation 

We use a computer based simulation of two different scenarios: intersection with 
traffic lights (Fig. 2) and without traffic lights [3]. At this stage, computer based 
simulation is an acceptable proof of concept, since the scenarios that we implement 
involve collisions that are difficult to be simulated in the real world due to the 
constraint of resources. The simulation attributes are as follows: 

1. Intersection: intersection type, leg (size, count, angle, lane group), lane group 
(lanes, traffic control),  lane (size, vehicle occupation), traffic control (signal time, 
period, timer) 

2. vehicle: speed, acceleration, size, type, position, angle, maneuver 
3. driver: profile, intended destination, choices of maneuver. 

The simulation parameters have been instrumented to mirror real world situations 
so that prediction and learning may yield reasonable results. The length of each 
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intersection leg is 30 meters. Each vehicle is should observe the traffic light signals. 
Traffic light colors periodically change based on the 15 seconds interval: each red 
period is 15 seconds, green period is 13 seconds, and yellow period is 2 seconds. The 
vehicles should follow a several traffic rules, such as safe following distance (3 
seconds behind the vehicle ahead), safe stopping distance (2 seconds behind the 
vehicle ahead), and the speed limit.  

 

Fig. 2. Intersection Simulation  

The vehicles are randomly generated in the intersection simulation with different 
speeds, maneuvers, position and trajectory at the end of each intersection leg. The 
density of vehicles generated in the simulation is based on four different time 
schemes: morning (6 a.m. to 12 noon), afternoon (12 noon to 6 p.m.), evening (6 p.m. 
to 12 midnight), and dawn (12 midnight to 6 a.m.) that are recorded in our 
intersection configuration file. There are four different vehicle types that are recorded 
in the vehicle configuration file: scooter, small sedan, large sedan, and truck. Each of 
the types has different sizes and range of speed that are scaled to real-world 
measurements. There is a random probability that one 1 out of 5 cars generated in the 
simulation is a “naughty car”, which will have speed above the speed limit. Random 
“naughty” vehicles are generated in the simulation so that its impact on road safety 
can be analyzed. Human driving behaviors are also simulated in the intersection, such 
as attempts to beat the red light when vehicles are facing yellow light and located at 
the front line of leg and speeding when passing the intersection centre. 

When the simulation is run (Fig. 2.), data from traffic and collision events are 
recorded in log files, one for each case of learning analysis. Different combinations of 
attributes are taken to feed the data mining algorithms. For example, to learn crash 
patterns, the input attributes are maneuver, conflicting paths, and angle between paths. 
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At this stage, we have up to six different scenarios where different sets of sensor data 
are simulated and collected every 5 milliseconds in our simulation, which produces up 
to 6.78 MB of data per minute. The frequency of the readings can be adjusted; 
however, we set 5 milliseconds for the purpose of measuring the scalability and 
performance of the system. Data generated from the simulation can also be retrieved 
in the real world using appropriate sensors that are capable to capture all the required 
information [3]. 

3   Current Experimental Learning Results  

This section presents the latest results of our mining of collision data. We show that 
collision patterns are learned through classification and clustering. New events are 
matched with the existing classes in the patterns repository of the intersection’s 
central (software) agent or the car’s (software) agent, depending on where learning 
happens. For example, if a collision happens outside a known pattern, a learning 
process can detect a new collision pattern. Collision patterns in an intersection can be 
learnt when there is data about vehicle manoeuvres, direction, and angle. These data 
can be obtained from sensors. We have assumed these data in our traffic and collision 
simulation. The learning scenarios: (1) learning dangerous traffic and driving trends, 
and (2) learning collision patterns and trends, are described further below. 

3.1   Learn Changes and Trends in Traffic Data 

The main purpose of this learning is to determine whether the variation of speed and 
traffic volume may affect the number of collisions and different kinds of collisions in 
an intersection. The data is gathered periodically from our simulation, where different 
parameters of time of day (morning/afternoon/evening/dawn) and peak/off-peak hours 
are applied to produce different behaviours in speed and traffic volume. In each 
interval (which is 4 seconds in our simulation), a record is generated with the 
following attribute values: average traffic volume, average speed, total number of 
collisions, total number of side collisions, and total number of rear-end collisions in 
the last interval (Fig. 3). The Pantheon Gateway Project [8] uses a similar set of 
attributes of real world sensor data (speed, volume, occupancy) to learn changes in 
highway traffic. 

Another set of data is used to identify dangerous driving trends and it consists of 
attributes that are collected from pairs of vehicles involved in a collision, which are 
speed and distance to intersection of each vehicle, traffic light color faced by each 
vehicle, and the collision point (Fig. 4). The purpose of this learning is to determine 
the boundaries of safe and dangerous driving behaviours. A new row is not recorded 
periodically, but only when a collision occurs. There are 20 – 30 records in the 
collision data. After applying Expectation-Maximization (EM) unsupervised 
clustering [10], the result shows that in this particular intersection, most of the 
collisions occur when one of the cars have speed over 49 – this is merely an 
indication of what can be learnt from such data. When we apply this knowledge to a 
collision warning system, an earlier prediction and extra precautions can be done to 
vehicle that speed above 49. 
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AvgTrafficVolume AvgSpeed Totalcollisions TotalSideCollisions TotalRearEndCollisions
17 46 0 0 0
19 48 7 1 6
11 48 0 0 0
18 47 0 0 0
19 53 5 0 5
13 52 0 0 0
17 53 1 1 0
17 51 0 0 0
20 47 10 0 10  

Fig. 3. Periodic Traffic Data (in this sample, a row is recorded every 4 seconds) 

SpeedCar1
DistanceTo 
IntersectionCar1 TLColor1 SpeedCar2

DistanceTo 
IntersectionCar2 TLColor2 CollisionPointX CollisionPointY

99 -76 0 55 -104 0 463 369
51 -77 0 55 -104 0 437 369
55 -118 0 92 -94 0 354 406
57 -135 0 93 -103 0 455 400
50 -108 0 0 -9 1 305 392
50 -76 0 50 -108 0 309 424
94 -359 0 53 -392 0 456 657
55 -397 0 94 -364 0 356 136
52 -370 0 55 -397 0 337 130
50 -359 0 53 -392 0 424 657
48 30 3 0 1 3 359 530
28 34 3 0 4 3 445 261
53 -89 0 93 -70 0 369 377
50 -79 0 53 -98 0 378 372  

Fig. 4. Collision Event Data with Attributes of Speed, Distance, Traffic Light Color, and 
Collision Point 

The initial results of applying EM on the data generated from our simulation (with 
the size of 50 – 80 records per file) are as follows: 

− The higher the traffic volume and speed, the higher is the risk of collision. 
− The number of rear end collisions is heavily affected by traffic volume. The higher 

the traffic volume, the higher the possibility of rear end collision. Speed also 
contributes to rear end collisions. 

− Side collision is not much correlated with traffic volume but with higher speeds, 
especially when the speed limit is violated. 

Note that the above results are applicable only at the intersection where learning is 
performed. In another intersection, results may vary. This is why data mining can 
contribute to a generic model of intersection safety system that can self-adapt to 
different types of intersections – learning from the data specific to the intersection. 
Also, note that in some cases, there are a high number of collisions – this is due to 
simulated (simplified) vehicles, which when in the path of collision, as has been 
previously detected, will eventually collide. This is because our simulation is 
designed to focus on prediction and not avoidance at this stage. Our results suggest 
that there is value in mining such collision data (which current sensor technology can 
be used to acquire), of which our simulated data here is merely indicative. Note also 
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that, in a real-world setting, it is not necessary for only data about actual collisions to 
be used for analysis, but even data about cars on the path to collision (even if an 
actual collision did not at the end happen due to some evasive action of the drivers) 
can be included in the analysis to provide indicative trends. 

3.2   Learn Patterns in Collision Data 

Secondly, to learn collision patterns and trends, the simulated sensor data has six 
attributes, three of which (i.e. direction, manoeuvre, and angle) are from colliding 
vehicle pairs. Whenever there is a collision or near-collision event in our intersection 
simulation, data from the colliding (or near-colliding) pair of vehicles are collected 
and mined. In the real world, such data can be collected with conventional sensors 
such as inductive loop detectors on the road, or speedometer in the vehicle. As 
described in [3], we include the following manoeuvres, which can be acquired via in-
vehicle sensor implementation and Coupled Hidden Markov Model (CHMM) 
analysis: one car passing another, turning right, turning left, changing lane right, 
changing lane left, starting, and stopping, using our knowledge base of collision 
patterns. In the early experiments, we only included side collision data generated from 
the simulation, which has 10 – 20 side collision records. A side collision involves 
vehicles that travel in traversing paths. Hence, we exclude collisions that involve 
vehicles that travel in the same trajectory. We have successfully classified types of 
side collisions or perpendicular crashes in a cross intersection using data mining. We 
first implemented this with the C4.5 decision tree (using J48 classifier [10]) and the 
second vehicle direction (Veh2_Direction) attribute is nominated as the class. The 
implementation results also exhibit the most common crash patterns that exist within 
the particular intersection where the traffic data is acquired. For example, our results, 
using randomly seeded data, show that vehicles that travel with a straight manoeuvre 
from the left leg to the right leg of the intersection tend to collide with vehicles that 
travel with a straight manoeuvre from the lower leg to the upper leg (Fig. 5).  

 

Fig. 5. Side Collision Patterns based on Vehicle Direction as classified by C4.5 

Then, to realise all the possible crash patterns that involve straight driving manoeuvre 
in an intersection, a Bayesian Network classifier [10] is used to classify the same data. 
The crash patterns enumerate four possible straight driving directions in a four legs 
cross intersection, which are left, right, up, and down. The classification shows all the 
possible collision patterns that might happen with the probability rate of each crash 
pattern (See Fig. 6). The highest probability of a crash pattern in each direction is circled 
in red in Fig. 6. Out of all the collisions that occur to vehicles that travel from the right 
leg to the left leg (i.e. “LEFT” direction), 93.1% of the collisions occur with vehicles 
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from the lower leg to the upper leg (i.e. “UP” direction). This result conforms to the 
result of classification with C4.5. Note that these results were obtained from our 
simulated data for one intersection. Applying the same technique to a different 
intersection (with different data) could lead to different likely situations for collisions – 
the point is that applying such learning techniques would enable such collision 
situations to be recognized automatically and identified as “dangerous” patterns.  

 

Fig. 6. Side Collision Patterns based on Vehicle Direction as classified by Bayesian Network 

Later, we also included data of rear collision events that occur in the simulation 
(Fig. 7). The test data now contain 7 attributes, i.e. direction, manoeuvre, and angle 
from each vehicle in a colliding pair, and collision type (side collision or rear end 
collision) and 20 – 30 rows in a file. In this particular intersection, when Bayesian 
Network classification is applied with collision type nominated as the class, the result 
shows that rear end collision occurs much more often than side collisions in this 
particular intersection (Fig. 8). Using the same set of data, when the EM is applied, it 
also exhibits the same highest probability of side collision patterns as in Fig. 6. 

Veh1_Manouvre Veh1_Direction Veh1_angle Veh2_Manouvre Veh2_Direction Veh2_angle Coll_Type
STRAIGHT RIGHT 0 STOPPED DOWN 90 SideCollision
STRAIGHT RIGHT 0 STRAIGHT RIGHT 0 RearEndCollision
STRAIGHT LEFT 0 STRAIGHT LEFT 0 RearEndCollision
STRAIGHT RIGHT 0 STRAIGHT RIGHT 0 RearEndCollision
STRAIGHT DOWN 90 STRAIGHT DOWN 90 RearEndCollision
STRAIGHT DOWN 90 STRAIGHT DOWN 90 RearEndCollision
STRAIGHT DOWN 90 STRAIGHT DOWN 90 RearEndCollision
STRAIGHT DOWN 90 STOPPED LEFT 0 SideCollision
STRAIGHT RIGHT 0 STRAIGHT RIGHT 0 RearEndCollision  

Fig. 7. Collision Event Data with Attributes of Maneuver, Direction, Angle, and Type 

 

Fig. 8. Collision Patterns based on Collision Types as classified by Bayesian Network 

In order to find trends in manoeuvre involved in certain collisions, we use EM 
clustering and the C4.5 decision tree. Visualization of EM results shows clusters of side 
collision with stopped maneuver, rear end collision with straight maneuver, and rear end 
collision with stopping maneuver. This is confirmed by C4.5 result (Fig. 9). We 
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conclude that in this particular intersection, most side collisions occur when one of the 
vehicle pair is stopped and rear end collisions happen mostly when both vehicles are on 
the move with straight manoeuvres and secondly when both vehicles are stopping. 

When the same data is fed to Lightweight Clustering (LWC) [5], a ubiquitous data 
mining algorithm that works on a resource constrained devices (we use PDA in our 
implementation), the learning results show similar classification of side collision 
pattern, rear end collision patterns, and collision types. As LWC only accepts 
numerical values, we need to convert nominal values to numerical symbols and 
reinterpret the results. Although LWC is a one pass algorithm, compared with EM 
that uses 10-folds validation, the results are very similar with those yielded by data 
mining in the desktop environment. These results prove that mining traffic data can be 
done on resource constrained devices without losing its effectiveness. We have also 
fed the same data to Very Fast Machine Learning (VFML), a data mining tool that 
also include stream learning capability. When we apply Naïve Bayes algorithm in 
VFML to the same set of data fed to LWC, the result is the same. The main difference 
with LWC is that VFML algorithms cannot run on resource constrained devices. 

 

Fig. 9. Classification of Collision Types based on Vehicle Maneuvers 

The results of the collision patterns learning are used to update the knowledge base 
of the collision detection in that particular intersection. Also, the highest possible 
collision pattern is placed on a higher priority for checking whenever there are 
situations that lead to such patterns. As a result, the intersection collision warning 
system can detect threats faster. Moreover, this knowledge can be submitted to the 
road traffic authority for further assessment and follow up. 

4   Conclusion and Future Work 

Data mining should be integrated into an intersection collision warning system to 
detect patterns to focus on when the system is to “look for” possible dangers or 
collisions. Our results use simulated data, but we contend that they hold in that such 
data can be feasibly collected via today’s sensors. The simulation environment and 
the last learning results are elaborated here. 

Our results, so far, are indicative that the combination of calculated collision points 
and learning high-risk collision patterns can help situation understanding at an 
intersection. The work shows that patterns can be found at intersections, and though 
we used a simulation which implies a simplification of the real world, it is easy to see 
how the results can be applicable to real world as sensors to acquire such information 
are already available. Learning from the history of events at an intersection in order to 
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predict high risk incidents have been incorporated into our system through data 
mining on historical collision data generated from a four leg intersection simulation. 

We still explore other issues in intersection safety through data mining, such as 
trends in collision points or areas, dangerous driving behaviors and anomalies in traffic 
conditions and driver behaviors that lead to crash. Once such dangerous situations at an 
intersection are understood, warnings can be suitably delivered. Future work also 
includes developing a communication model among the agents in the intersection to 
communicate predictions and warnings – such a model will help in predicting and 
estimating time to receive warnings, and how such warnings can be feasibly delivered. 
We are only at the tip of the iceberg. Such a model and our simulated results here which 
show what data can be used and what trends can be discovered, would then be part of a 
technical basis for future real-world smart intersections.  
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